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Abstract

This dissertation demonstrates how object-oriented technology can support the development
of software that has to meet the requirements of high performance distributed data acquisition
systems. The environment for this work is a system under planning for the Compact Muon
Solenoid experiment at CERN that shall start its operation in the year 2005.

The long operational phase of the experiment together with a tight and puzzling interac-
tion with custom devices make the quest for an evolvable architecture that exhibits a high
level of abstraction the driving issue. The question arises if an existing approach already fits
our needs. The presented work casts light on these problems and as a result comprises the
following novel contributions:

e Application of object technology at hardware/software boundary. Software components
at this level must be characterised by high efficiency and extensibility at the same time.

o Identification of limitations when deploying commercial-off-the-shelf middleware for dis-
tributed object-oriented computing.

e Capturing of software component properties in an efficiency model for ease of comparison
and improvement.

e Proof of feasibility that the encountered deficiencies in middleware can be avoided and
that with the use of software components the imposed requirements can be met.

e Design and implementation of an on-line software control system that allows to take
into account the ever evolving requirements by avoiding hardwired policies.

We conclude that state-of-the-art middleware cannot meet the required efficiency of the
planned data acquisition system. Although new tool generations already provide a certain
degree of configurability, the obligation to follow standards specifications does not allow the
necessary optimisations. We identified the major limiting factors and argue that a custom
solution following a component model with narrow interfaces can satisfy our requirements.
This approach has been adopted for the current design iteration of the experiments on-line
software subsystem. A scheme for a configurable on-line application control framework is
presented as well.



Kurzfassung

Diese Dissertation zeigt, wie objektorientierte Technologie die Entwicklung von Software, die
die Anforderungen eines Hochleistungsdatenacquisitionssystems erfiillt, unterstiitzen kann.
Der Rahmen fiir diese Arbeit ist ein System unter Planung fiir das Compact Muon Solenoid
Experiment am CERN. Es soll seinen Betrieb im Jahr 2005 aufnehmen.

Die lange Betriebsphase des Experiments und die direkte Interaktion mit eigens angefer-
tigten Geraten macht die Suche nach einer ausbaufihigen Architektur mit einer hohen Ab-
straktionsebene zum Hauptantrieb der Arbeit. Es taucht die Frage auf, ob bereits existierende
Losungswege die Anforderungen erfiillen konnen. Die vorgestellte Arbeit behandelt diese
Fragestellungen und enthélt als Ergebnisse die folgenden neuen Beitrage zum Forschungsfeld
Verteilte Systeme:

e Anwendung von Objekttechnologie im Hardware-Software Grenzbereich. Softwarekom-
ponenten auf dieser Ebene miissen durch hohe Effizienz und Erweiterbarkeit charakter-
isiert sein.

e Identifikation der Grenzen der Anwendbarkeit von kommerzieller Software zur Errich-
tung verteilter Systeme.

e Erfassung der Eigenschaften von Softwarekomponenten in einem Effizienzmodell zu
deren Verbesserung und Vergleich.

e Nachweis der Vermeidung von aufgedeckten Schwachstellen in unterstiitzender Kommu-
nikationssoftware und der Erreichbarkeit der gestellten Anforderungen.

e Entwicklung eines Kontrollsystems fiir Software in verteilten Systemen, das dndernde
Anforderungen durch génzliche Vermeidung von im System fest eingebundenden Mech-
anismen berticksichtigt.

Wir kommen zum Schluf}, dafl derzeit verfiigbare, unterstiitzende Software (Middleware)
die gestellten Anforderungen an die Effizienz des geplanten Datenakquisitionssystems nicht
erfiillen kann. Obwohl neue Werkzeuggenerationen bereits einen gewissen Grad an Konfig-
urierbarkeit aufweisen, erlaubt die Notwendigkeit Standards zu folgen nicht die erforderlichen
Optimierungen. Wir isolierten die Hauptbegrenzungsfaktoren und folgern, daf§ eine eigens
ausgearbeitete Losung, die einem Komponentenmodell mit engen Schnittstellen folgt, unsere
Anforderungen erfiillen kann. Dieser Weg wurde fiir die laufende Entwicklungsiteration der
on-line Software des Experiments gewédhlt. Fin Schema fiir ein frei konfigurierbares Soft-
warekontrollsystem wird ebenfalls vorgestellt.
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Chapter 1

Introduction

Alice: “Would you tell me, please, which way I ought to walk from here?”
“That depends a good deal on where you want to get to”, said the Cat.

“I don’t much care where —”, said Alice.

“Then it doesn’t matter which way you walk,” said the Cat.

“— s0 long as I get somewhere,” Alice added as an explanation.

“Oh, you’re sure to do that,” said the Cat, “if you only walk long enough.”

Lewis Carrol, ” Alice’s Adventures in Wonderland”.

he object-oriented paradigm can be applied with the goal of reducing design com-
plexity and increasing design consistency. In this dissertation we show that by
applying this design and implementation technique we can also address other im-
portant issues: high efficiency and scalable system behaviour.

1.1 High Performance Distributed Systems

With increasing measurement precision and data rates in experimental high energy physics,
data acquisition systems grow and new architectures have to be investigated. Namely distri-
bution is used to exploit local data buffering and processing in order to reduce the amount
of information that has to be stored. The design of such a distributed system becomes a re-
search problem in itself. Although splitting up the duties in a system can be used to address
performance problems, it complicates the system and makes it less comprehensible. Design
and Implementation of a data acquisition system that may undergo several modifications
throughout its decade long lifetime thus represent a major challenge. Brute force storage
of all gathered data is not possible by means currently available, or projected to be avail-
able by the experiments installation. Hence, a flexible distributed architecture seems to be a
promising way to meet the requirements of such experiments.

We wondered which technique could assist us in conceiving the tasks posed. Ideally, the
same paradigm should be applicable for design and implementation. The main challenge when
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selecting an appropriate methodology shall lie in finding one that allows to the system to be
simplified at different levels. This makes it easier to comprehend the systems functionality and
therefore support its modification and extension. The object oriented engineering approach
is a highly favoured candidate for this task. Not only because of the direct mapping to
object oriented programming languages and tool support, but also because of its powerful
abstraction: every system component, hardware or software can be described and modelled
using object technology. Details specific to a subsystem can be hidden. Interfaces can be
defined explicitly and are easier to manage than with traditional concepts. Such interface
objects can help to reduce the coupling between participants. At this stage, we leave the field
of pure object-orientation behind us and advance to component based software engineering.
This technique is characterised by self contained software blocks that can be combined in order
to form a full system. Object-orientation becomes the means to realise software components.

Although we stressed the issue of simplifying design, implementation and maintenance
of all subsystems, we must not forget the performance of the software components. In par-
ticular, communication between components that are locally separated may suffer from per-
formance critical paths. Object orientation itself does not deal with performance issues.
Consequently, as a rich heritage of literature teaches us, some work has to be invested in or-
der to achieve good performance with object-oriented systems[BDVT98, GBJG98, vRBM96,
GS96, GS99a, Sch95b, CRJ87, HPI1, JBGI7]. Two major deficiencies can be identified: (i)
Limited processing performance due to unoptimised communication software layers[BDV 98,
pp. 13][GBST98, p. 13][HVRI6][GSI8b][SGII]|[GGI9a, pp. 218]. (ii) Unpredictable scalability
behaviour due to a lack of emphasis on this issue [BDV 98, pp. 16] [GBST98, pp. 13] [GS97b]
[GS97c] [SMFGGI8]. These issues result in indeterminate behaviour in terms of processing
time growth and increasing memory requirements. Although the above-cited contributions
address the problems, we do not encounter solutions that satisfy the environment of systems
with high efficiency requirements. Current research deals with speed and scale units that
are one to two orders of magnitude smaller than for the system that we investigate. These
systems however, that are designed for scientific research now, could become the commercial
systems of the future. It is therefore vital to perform engineering research for such systems
now. Only then we will have solutions ready when the market needs them.

Object oriented inter-subsystem communication is discussed extensively throughout this
dissertation. Even if its importance may not be seen during use-case and requirements analysis
steps, it becomes an essential issue when discussing concrete design alternatives. The system
requirements and existing models of object communication have to be understood in order to
achieve a consistent and well performing system.

This dissertation shows that it is indeed feasible to deploy object-oriented technology to
achieve simplification and extensibility of the overall system by simultaneously delivering high
performance. When speaking of performance, we follow the definition of the IBM’s dictionary
of computing[McD93]:

Definition 1 Performance is the total effectiveness of a (computer) system.

Effectiveness is measured relative to the required optimum performance. In a distributed
data acquisition system we encounter heavy demands on performance. Such systems must
be treated separately as the combination of performance issues and distribution requires new
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techniques. Therefore we introduce a new term for such kind of systems:

Corollary 1 A high performance distributed system guarantees that the requirements on the
effectiveness of its specified services are met.

This description causes us to presume that hardware and software have to collaborate
in order to meet the requested quality of service. Software alone cannot guarantee that the
operational requirements are met, but we can provide basic building blocks that support
performance critical operation. We will further see that current standardised object oriented
middleware Emm97, pp. 641-642][CHY 98, pp. 18-30][YS98, pp. 64-71][SGH*97][Gmb98]
is not yet suitable for high performance distributed systems. Either the available tools have
to be complemented or design patterns have to be reimplemented to meet the requirements
of high energy physics data acquisition.

1.2 Data Acquisition Systems

The kind of system for which we investigate the application of object oriented design and
implementation can be characterised as a heterogeneous network environment. It comprises a
collection of different networks and processing units which have to be coordinated to serve a
common purpose. The task performed by such a system is recording, processing and storage
of data that originate from particle detector machinery.

Definition 2 A data acquisition system (DAQ) is a set of hardware and software components
which are used to read data from detectors, process them according to rules and transfer them
to persistent store for subsequent use.

DAQ systems can be found in a variety of environments: Space agencies such as NASA
have DAQ systems[AR95] for handling information from earth observation satellites. These
data are combined and made human interpretable in the processing phase. The data sets are
stored for use in studies of climate or habitat development. Such a system is characterised by
large amounts of data, disconnected operation, high availability and long lifetime. A different
example for DAQ can be found in experimental fusion reactor experiments[RLN*97, LM99].
There, it is vital to collect data from a large number of sensors within a short period of time
in order to be able to react quickly to fluctuations in the plasma and take countermeasures.
Finally, we would like to mention the area of particle physics experiments[GG99b, pp. 83—
85] and their industrial applications, e.g. in medicine[Ama96]. Highly energetic particles are
used to modify the structure of materials used for medical treatment or examination. Another
branch that is gaining more and more importance is that of treatment with particle beams.
In all cases it is highly important to obtain detailed information about the particles for exact
dosing of the energy quantity]AWHG96]. Data acquisition for particle physics experiments
will be outlined in more detail in this thesis. Highly reliable operation, records of large data
sets and small processing latencies characterise these types of systems.

In all cases we experience that performance for DAQ systems boils down to the ability to
meet three major requirements:
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1. Speed. This property consists of latency and throughput. It is a parameter affected
by the transferred data size and the frequency of these operations. Not meeting this
requirement means not having an efficient system. After all, it is the main task of a
data acquisition system to transmit data. Hence we must aim for performing this task
at high speed.

2. Scale covers both the number of units forming the distributed system as well as its
physical dimensions. For both issues we must work on solutions that allow the system
to work efficiently, regardless of its size. Adding further elements shall therefore not
decrease the overall performance.

3. System Management deals with the configuration and operation of the data acquisition
system. It has to reflect openness in terms of configuration parameters and adaptability
to specific needs. A system must not only be extensible, but also easy to manage. This
is important for its static and dynamic structure. A lack of these characteristics can
also affect performance as it is not possible to select the configuration which will allow
efficient operation. System management is also coupled to the lifetime of the systems,
as a long living installation is more likely to be modified frequently.

I do not include dependability[Lor89] as explicit parameter. All DAQ systems shall be
highly dependable. I could measure this as a percentage of allowed data loss, but I could
not find quantitative evidence for such characteristics in existing data acquisition. Although
speaking of high performance systems, the described systems tend to operate in best-effort
mode: if the data rate drops below a given limit, operation has to be suspended in order not
to harm persons, destroy equipment or record meaningless data. In this respect they differ
from hard real-time systems that must meet defined deadlines[L.L1.73] and thus shall never
drop below a specified performance level.

This thesis deals with data acquisition for high energy physics experiments. Such a sys-
tem is composed of a variety of different sensor clusters for identifying elementary particles,
e.g. electrons, photons or particles composed of quarks. The observed particles have been
produced in collisions inside a particle collider. Such machinery accelerates them to high
energies and brings them to collision at an interaction point. Particle physics detectors have
to provide very high resolution, both in time and in space. Therefore proprietary readout
electronics is provided by the detector designers to achieve response times in the nanosecond
range. Good space resolution is achieved by building grids of sensors and grouping them into
multiple layers. Tens of millions of data channels lead to so called readout units which are
able to buffer a certain amount of recorded data. These are then processed according to the
physics algorithms in on-line mode.

Some experiments just need to transform the data into a specific format before they can be
stored for later use. This includes data compression as well as indexing. In an experiment with
small time resolution and a massive amount of channels it might not be possible to store all the
data because of physical or financial limitations. Therefore just those particle collisions are
kept which show certain interesting characteristics with a sufficiently high probability. This
task is known as event filtering. Furthermore, information about the detector has to be taken
into account before the data can be used. This process is called calibration. The correction
becomes necessary because the materials that are used in the detectors react differently when
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exposed to varying temperatures, currents or radiation levels. Some examples of applying
calibration values to acquired data are offset calculation of geometry due to tension and heat
deformation, and subtraction of background noise that can be found in any kind of electronic
sensors. Before I outline the scenario with which we are confronted in our field of study, I
would like to shed light on the role of software in DAQ systems. These issues are valid for all
DAQ systems. The degree of performance that has to be met however, will vary from case to
case.

1.3 Object Oriented Software in Distributed DAQ Systems

Our motive in applying the object oriented approach is to simplify the system. We achieve
this by splitting it into compact packages which communicate with each other through clear
and narrow interfaces. By this means it is also possible to hide the different nature of the
subsystems.

We can distinguish between two logical entities in DAQ systems: the front end and the
processing parts. Let us have a look at each of them and how we can enhance their design
through the use of the object-oriented paradigm.

Figure 1 Overview of an embedded system that is modelled using software components.

A

Configuration, T Fr?:;lind
and
Control
Server
Input/Output |
Streams
VME

| Ethemet | upp || myrinet

| OS and Device Drivers

Front end The front end of a DAQ system is responsible for reading data from sensors
and buffering them for serving requests of other processing elements[Gut98|. We call these
systems Readout units. Mostly they are real-time systems that are interconnected by a field
bus or a high speed short area network (SAN). In prototype and technology evaluation phases
in particular, this part of the system is subject to frequent modification: different kinds
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of inputs (busses, analog-digital converters, optical links) have to be compared. Multiple
output configurations (data transfer over shared memory or networks) are tested or induced
by technology shifts (vanishing or missing support for older network technologies). The
design goal is to deliver the performance of the hardware framework to the upper software
layer in any imaginable configuration. A possible abstraction is the device driver interface.
To communicate with the hardware, standard operating system calls are used. For each
communication channel, configuration and ways to transmit data at peak rates will however
remain different. Here object oriented design can be used to encapsulate communication over
different links in classes, according to the IPC[Sch92] streams and Proxy[Sha86] patterns.
These abstractions comprise closely collaborating objects which exhibit a clean and narrow
interface to the software layer above. This approach reflects the component based software
engineering[BO92, Par79, Jaz95, Mcl76, PS96] paradigm. It supports reconfigurability by
decoupling actual data transfer from its request. It is a key prerequisite in our system and we
make use of it throughout all subsystems. Illustration 1 shows a model of such an intelligent
data readout and buffering device. The top layer consists of the applications running on the
system. The front end inputs on the lowest level read data from detectors and store them. The
data server accepts requests from the outside world for buffered data. Information is again
conveyed to the clients over low level communication means. An additional task is responsible
for configuration and control of the unit. An IO streams communication component serves
as an interface to concrete data transfer components that consist of closely collaborating
classes. These are either provided by the operating system vendor or by the system developer
if specific optimisations are required. Together with the data transfer classes the streams
component serves as a glue between the application layer and the hardware components.

Data processing Instead of a single powerful data processing unit, large clusters of work-
stations are used for digesting the raw detector data. These installations are more suitable to
the task of data acquisition than massive parallel systems. These tightly coupled supercom-
puters have high bandwidth links to neighbouring nodes for exchanging computation results
at low latencies. This is necessary in many simulation applications, such as the behaviour
of matter in space observed over a period of time. Each atom or molecule interacts with its
neighbours, thus the natural level of parallelism is fine. In high-energy physics data process-
ing, the granularity is that of a particle collision. A vast amount of data has to be processed,
but this data set is self contained. An algorithm processing one interaction does not need
to exchange data with another algorithm. So no synchronisation or shared address space
is needed. Thus, autonomous processing capability and high data capacity input to each
processing device are the cornerstones of the needed architecture. With a network of work-
stations we can come closest to this demand. Members of the clusters have to communicate
with the readout units that act as data servers. The cluster itself shall be partitionable, so
that parts of it can process data while others are kept busy with producing calibration infor-
mation, or monitoring. As these systems are likely to be built from whatever hardware and
operating system provides the most appropriate price/performance ratio, the software has to
be highly system independent. Object oriented systems programming toolkits, such as the
ADAPTIVE Communication Environment (ACE)[Sch94] assist in achieving this goal. On
each machine a variety of different software components have to collaborate. Programs that
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efficiently manage the network communication serve requests from the actual data processing
application. For monitoring reasons, some data have to be visualised using histogramming
tools. Processed data have to be transferred to permanent data store, namely an object
oriented database management system (OODBMS).

Data acquisition software can be modelled as a chain of interconnected processes or threads
(see figure 2), each performing one of the above mentioned tasks[GS99b]. A processing node
gathers data from several readout units which interconnect to the detector electronics. The
data collector task has to assemble the data fragments into logical units and pass them to a
processing task on the same machine. The results of these steps are stored along with the raw
data using a persistent data store. The interface for communication between the tasks should
be the same, regardless of the actual data transport means. This allows easy replacement and
thus change in functionality. Low latency is an important issue when designing software for
such communicating elements. The concept of this architecture has already been described
in 1979[Par79, p. 129]. However, with the advent of object technology and prevalence of
distributed systems it gains new importance: Inheritance and object composition facilitate
the realisation of this architecture. Transparent distribution supports meet scalability and
processing speed requirements. Ease of module exchange can be achieved if we adopt a single
interface class for all chain elements. The need for an object oriented interprocess commu-
nication tool that hides the complexity of lower levels and provides high efficiency therefore
arises. Although object-oriented software becomes ubiquitous in industry and thus also data
acquisition, its deployment stops when it comes to inter-subsystem communication. Message
passing, remote procedure calls, loose synchronisation via file systems or even synchronisation
through hardware shared memory are prevalent. Such solutions, however, break the object
paradigm and thus diminish the advantages that have been obtained from object technol-
ogy. The Object Management Group (OMG) has developed a software communication bus
architecture which is a promising candidate to fill this gap. The ambition to propose a gen-
eral architecture that fits any kind of distributed system limits efficient operation in a closed
system like ours.

Figure 2 The task of data acquisition modelled as a processing chain.
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1.4 Problem Statement

Development of software for high energy physics experiments is highly prototype driven. The
object-oriented approach is an applicable paradigm for addressing such working environments.
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It allows the encapsulation of implementation details into self contained units. These units can
be abstracted to general ideas which can be reused. Thus modular composition and hierarchical
design complete the model[Boo94, pp. 40]. All these cornerstones of object-oriented design
enable us to produce componentware for inter subsystem communication. These components
act as a glue between the application components of the data acquisition system.

This thesis covers two aspects of object communication in data acquisition: highly efficient
interprocess communication and system management for a distributed system. From the use
cases[Jac95, pp. 101] and the quantitative system requirements[Jac95, pp. 251], we conclude
that one common object-oriented communication tool is not sufficient to cover all aspects.
Three dimensions of performance in distributed DAQ systems (speed, scale, configurability)
have to be addressed, but currently no off-the-shelf solution covers them all. Most approaches
that we find are either not flexible or not fast enough. Moreover the complexity of some tools
degrades their usability. Simplicity shall therefore drive the design of our proposed solutions.
Figure 3 shows how we structure our research. This partitioning is reflected in the thesis.

Figure 3 Structure of the research carried out for object oriented communication in data
acquisition systems.
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DAQ software requirements

First we identify the requirements of the software for the DAQ system. Two of the issues,
namely high speed distributed object communication and management of the distributed
system, are the subjects of our research. For each of them we first aim at finding a commercial
solution. As we are not satisfied with what we found on the market we present custom
approaches for both topics. These solutions involve components of finer granularity. For high
speed distributed object communication we have to find solutions for portable and efficient
interprocess communication as well as for concurrency mechanisms. A management tool for
a distributed data acquisition system must address the problems of application control and
policies for performing its tasks. Again, both problems involve an investigation of concurrency
mechanisms.
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1.5 Achievement of the Presented Work

Understanding the Needs of the Environment This thesis deals with design and im-
plementation issues of object-oriented software components for distributed data acquisition
systems. Before we elaborate potential approaches and give solutions, we have to understand
the needs of this highly specific application field. Determining the bare communication rates
in section 2.3 that are needed to achieve the task of processing data from all detector inputs,
we learn, that it is already a challenge to design the hardware and behavioural model for
the system under planning. Hence, providing the software framework must follow a strict
discipline, that reflects in every step the requirements of the system. They boil down to four
key issues: (i) speed, (ii) scale, (iii) system management and (iv) dependability. Why we have
to obey these system requirements is explained in section 3. It would be beyond the scope of
a single thesis to tackle all four dimensions in full length. We therefore limited ourselves to
have a closer look at fast and low overhead interobject communication and how to manage
a large group of distributed objects. How we carried out these studies and what results we
obtained is described in the following paragraphs.

Component Based Software Engineering in Data Acquisition Systems From the
data capacity requirements of the CMS data acquisition system, that are elaborated in chapter
2 and the non-quantitative requirements (exhibited in chapter 3), we identified the need for a
paradigm which allows a high abstraction level. It must address the cornerstone requirements
in the presence of ever changing details. It is exactly this tight and puzzling interaction
with small subsystems and other components that makes the design of a highly efficient
system a delicate task|GCO'99al. By introducing component based software engineering
into the area of data acquisition systems for high energy experiments, we are able to design
and implement a set of software components that can meet the requirementsGACT99]. In
particular, the problem of optimisations for special cases is reflected by following the hourglass
principle[FK99, pp. 260]. A narrow and clean interface hides all the complexity that is
necessary on lower levels for performing a given task efficiently. On top of this interface,
richer paradigms and application frameworks for the different data acquisition subsystems
can be placed. Applications and devices become independent from each other and can be
replaced transparently (see figure 4).

We elevate this principle to a formal level by capturing the performance properties of soft-
ware components for communication software in a quantitative model (see section 5.5). Only
the self-contained structure of components and their clear interfaces allows such approach.
This helps us to compare different, but functional equivalent components. Equipped with
this technology we are able to identify limiting factors, such as extensive memory usage in
common approaches and present alternative solutions. Especially the preparation of a lean
interprocess communication component in section 5.7 shows, how transparent optimisation in
the case of intramachine communication can be achieved by using software components. The
application of such a model is not limited to low level components. In section 5.6 we show how
it can also be applied to concurrency components that are part of an Object Request Broker.
We do this, because in distributed data acquisition systems one single program will have to
serve a large number of clients in data dissemination tasks and control operations. Thus,
we are interested in concurrent servers and how they behave under different circumstances.
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The component model finally reveals the weaknesses and strengths of the different solutions.
As a result of this investigation, we know now, how careful multithreaded technology has
to be deployed in time critical environments. Thanks to the encapsulation in a component,
replacement with different concurrency policies does not require to redesign the remaining
pieces of the program.

All our implementations and studies with real computer programs are carried out in C++,
an object-oriented programming language that allows high abstraction and high efficiency to
be addressed. Object-oriented languages map the component approach directly to imple-
mentation. An example can be given when regarding the problem of the evolving hardware
environment. It implies the need for covering communication over a broad variety of different
data transfer devices. With traditional means, such as message passing libraries[GS92, LC97]
or shared memory systems[CG89)], it is by no means possible to achieve a homogeneous view of
the heterogeneous configuration. Their major drawback is that it is not possible to use more
than one library implementation at once[FGKT97] and thus only one type of communication
link is addressable with the library at a time. As with object-oriented software components
that are in our case modelled as classes with standardised interfaces, we can have any number
of instances or objects, so full transparency can be achieved. Any application can commu-
nicate with any other application through any given communication device using one single
interface with one single behaviour.

Figure 4 The hourglass principle.
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High Speed Interobject Communication The main task of a software kit for data
acquisition systems is to provide tools for information transmission. We first investigate the
use of commercially supported middleware, namely CORBA. As there exists no doubt about
the functional richness of this architecture[Emm97] we are mainly concerned about it’s speed
performance. True, a measurement obtained today, might not tell much about the speed
by the time the experiment is supposed to start its operation. We are thus interested in
carrying out the tests for finding out (i) if there is a major speed limitation that originates
from the CORBA architecture and (ii) if there is a gain of using the ORB with different
transport layers. In a highly specific environment, such as distributed data acquisition, we
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must be sure that at we can adapt commercial-of-the-shelf middleware to the communication
infrastructure that is imposed by the hardware engineers. If this is a difficult task, we have to
look for alternative approaches. Indeed, the numerous speed measurements and optimisations
presented in section 4.3.3 that are done with a state-of-the-art ORB implementations reveal
a significant, non removable overhead in the ORB core that stems from dispatching and
presentation layer processing.

This limitation together with the difficulty of transparently exchanging the transport
layer and the non-standardised programmer’s interface of the ORB let us conclude, that the
CORBA approach does not meet the requirements of on-line systems for the Large Hadron
Collider era. Knowing the problems, we model a non-standard, yet high abstraction solution
to achieve remote-object invocations. Such solution is justifiable only if it is (i) easy to use,
(ii) fast, and (iii) adaptable to different needs. In chapter 5 we present a prototype for such
an approach and report on its performance in section 5.4 to give proof of feasibility that the
overheads can be avoided without loosing the major benefit of such a tool: communication
at high abstraction level. In the meanwhile the tool has been re-engineered and has evolved
to a common toolkit that is used throughout the CMS experiment to produce software for
the data acquisition[GO00]. These results encourage the thesis, that it is justifiable to use
a custom toolkit in our environment. In the end we succeed in building a data acquisition
system from distributed software components as we have an efficient means to connect them.

It is the engineering approach that leads to the successful building of the system, not solely
the use of commercial software. The data acquisition system must perform communication
efficiently. The object communication middleware layer shall be tunable to different data
transportation mechanisms. Applying component based software engineering[NGT92, PS96]
results in applications that are independent of the differences exhibited by low level services.
More than pure object-orientation it enforces clear separation of concerns in software. We are
able to show that the principle of tight cohesion and loose coupling[JGK95, p. 227] found in
this approach not only helps to achieve the goal of increased configurability, but also allows
the building of highly efficient systems. Optimisations reflecting the properties of specialised
data transfer devices or light weight communication bypassing the operating system become
possible without touching the application code.

Application Steering for Large Computing Clusters Applications running in a cluster
of independent nodes raise the need for management and control. On first sight it is not
obvious that this becomes a challenging task in our system. We had to learn this, after
having made a use-case analysis of the subsystem that is supposed to deal with the control
of the applications that run in the data acquisition system. The use cases are outlined in
section 6.1. Current state-of-the-art system management tools do not meet all the needs
for operating a large computing farm. We found this out by making a survey of available
commercial and research tools for managing distributed computer systems. This overview is
presented in section 6.2.

Some aim at fine grained control of parallel applications; others deal with the problems
of diverging interfaces and legacy code. Nomne of them, however, allows the way in which
commands are distributed or carried out to be freely configured. This property becomes
especially vital for achieving scalable behaviour if the given configuration does not exhibit
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the expected performance. We also miss the possibility to add new functionality to the system
at run-time. Ideally, these modifications should not require to reset the whole system.

We investigated a novel scheme for such a task control system with the freedom to specify
management policies. As in this domain the use of a standard protocols to achieve openness
is a must, we deploy the CORBA software bus as communication backbone. The system
becomes independent of specific user interfaces, platforms and computer languages. A simple
Java interface client demonstrates this. The agent pattern as applied in the system together
with different derivations of the active object pattern help to build a system that is evolvable
over time. A proof-of-concept prototype is shown in section 6.3. Controlling applications on
a set of processing nodes requires additional concurrency control, if no centralised manager
is used that coordinates the steering requests. Thus we investigated an algorithm that allows
us to efficiently perform this task. It is presented in section 6.4.3. So, we demonstrate the
strengths of having pluggable policy objects by using the specific policy in the distributed
control choice. The algorithm is encapsulated in a policy object and can be replaced at any
time.

1.6 Thesis Organisation

Before presenting my contributions to the field of interest, I shall give a description of the
high-energy physics environment. Chapter 2 outlines the purpose of data acquisition and
the challenges which have to be faced in present-day experimental set ups. We calculate
the quantitative capacity requirements for two different approaches to the problem of data
acquisition in the given experiment. From these we derive the main requirement columns that
have to be met by software for distributed data acquisition systems, in chapter 3. The first
attempt to meet these needs is to apply a commercial-off-the-shelf solution. An evaluation
of the CORBA distributed component middleware is given in chapter 4. The assessment of
the evaluated technology leads us to investigate other approaches. The description of such a
custom-made object invocation scheme and the components that are related to it, is given in
chapter 5. We review existing solutions for the management of distributed systems in chapter
6. A novel architecture that reflects the requirements of the system under study is proposed
and presented in chapter 6.3. We summarise what we learned from investigating software
components for high performance data acquisition in chapter 7.

In this chapter we gave an introduction to out work, but we did not yet explain what
the application domain is about. It is necessary to introduce the goals and working habits
of high energy physics to understand the strong need for efficiency and flexibility. These
often conflicting properties are much more distinct than in other fields of natural sciences.
The amounts of data are enormous and the rate at which information flows exceeds that
capabilities of todays information processing devices. Where this data avalanche comes from
and with which models we can address its handling will be the topic of the next chapter.









Chapter 2

High Energy Physics

Multiply it by infinity,
take it to the depth of eternity

and you still barely know what I am talking about.

William Parrish to Death
from the motion picture “Meet Joe Black” (1998)

2.1 Creation of Matter - a Matter of Energy

bserving the fundamental processes in nature, particle physics aims at finding an

answer to the basic question at the roots of nature: what is matter made of?.

Physicists do this by trying to understand how particles interact. In order to

give answers, they examine particles to see if they are elementary or composed
by other, smaller components. From this procedure the researcher deduct a blueprint of
nature. A way to accomplish the task is to collide small particles and examine the debris
that are produced in these collisions. Starting with J. J. Thomsons discovery of the electron
in 1897[Gri87] a whole zoo of particles has been detected and categorised (see table 2 for
some examples. Quarks and leptons are fundamental particles]PRSZ95, p. 149]. Baryons or
mesons which are both hadrons are built from quarks (up (u), down (d), strange (s), charm
(c), bottom (b), top (t)). For every particle a corresponding anti-particle exists.). How these
particles interact with each other is covered by laws of the elementary forces that we find
in nature: the strong, the electromagnetic, the weak and the gravitational ones (see table
1 for an overview of forces and their carriers). Three of them are known to be mediated
by exchange of particles, so called vector bosons|PRSZ95, p.149]. Each force is coupled to a
specific kind of charge and particles can later be classified by which charge affects them. The
electromagnetic and the weak force are manifestations of the same electroweak force. Particles
that are sensitive to it are called leptons. Particle that are furthermore sensitive to the strong
force are called hadrons.
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Interaction Couples to Exchange particle ‘ Mass (GeV/c?) ‘ Rel. strength
electromagnetic | electric charge photon () 0 1
strong colour charge 8 gluons (g) ~ 0 ~ 20
weak weak charge w#, 70 80.41, 91.188 1077
gravity mass graviton? ? 10736

Table 1: So far, four elementary forces in nature have been identified.

‘ Type ‘ Name ‘ Quark content ‘ Charge ‘ Mass (MeV/c?) ‘
Quark up (u) - +2/3 1.5-5
Quark | down (d) /s 3-9
Lepton | electron (e) - -1 0.511003
Lepton | muon (u) -1 105.659
Baryon | proton (p) uud +1 938.280
Meson | pion (%) ud, du +1, -1 130,569

Table 2: An exemplary selection of particles.

The energies with which the particles in a collider are shot at each other have to be very
high for several reasons: first, due to the coupling of energy and mass (E = mc?), energy
has to be high enough in order to produce new massive particles. There is a second reason
for high energetic particle beams in colliders: The higher the energies are, the closer two
particles can be brought together and interaction at very small distances be examined. This
has been formulated in the de Broglie law A = h/p, where h is Planck’s constant, p is the
particles momentum and A is the particles wavelength. The higher the momentum (and thus
the energy), the shorter the wavelength, hence the smaller the distances that can be probed
(see figure 5). The run for these goals gave this branch of physics the name high energy
physics.

Figure 5 Low and high energetic particles.
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high energetic particles
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2.1.1 The LHC collider

A new era of particle physics is about to begin with the construction of the Large Hadron
Collider at CERN, Geneva, Switzerland. Hadrons can be described as combinations of quarks.
Generally speaking, hadrons comprise all particles that are affected by the strong nuclear
force[CDI1, p.51]. Protons are one of about 100 different hadrons that are known today.
Particles that are not affected by the strong force are called leptons (e.g. electron, muon).
Protons are roughly 2000 times heavier than electrons, thus contain more energy and are
more likely to produce new massive particles that theorists predict, but have not been “seen”
yet. Furthermore pp' collisions are essentially interactions between the enclosed quarks, thus
allowing for very basic interactions. However, there are disadvantages with observing such
interactions: as the collisions are not “clean” when bunches of protons hit each other, there is
a lot of background information that has to be subtracted before the interesting event can be
studied. This background consists of protons that did not collide as well as collision products
of protons that did not hit each other with the full energy. Finally, as particle collisions will
produce several different new products there is a huge amount of newly created ones, that are
not wanted for a specific experiment. This makes the building of a data acquisition system
much more difficult than for an experiment that has to observe clean lepton interactions.

Physics start date 2005
Circumfence (m) 26659
Particles collided pp
Maximum beam energy (TeV) 7.0
Bunch spacing (ns) 25
Particles per bunch 101t
Beam radius (um) Oy =0y = 16

Table 3: LHC parameters [Kei97, p.5] [CGWO9S, p.143].

In order to get an impression of the task that a data acquisition system has to carry
out, let’s have a closer look at the amounts of data that are fed into the system. The
most interesting parameter is the rate at which particles collide. This reaction rate N is
proportional to the particle flux ® of beam a, to the cross section o,), of the target particle
and the number N, of particles in the target[MRRS88, p. 58] (i.e. the bunch of particles in
the second beam b):

N =&, x N} x 0, (2.1)

The expression ¢, N, is called luminosity and serves as a proportionality factor for the
event rate[MRRS88, p. 59][PRSZ95, p. 44]. The flux ®, is given by the number of particles
in a bunch and the frequency at which these bunches pass the interaction region divided by
the target area|PRSZ95, p. 42]:

'pp means that a proton-proton interaction is given.
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N, is the number of particles in a bunch of beam a, f gives the frequency at which bunches
pass the interaction region. o, and o, characterise the Gaussian transverse beam profiles in
horizontal and vertical directions. For the luminosity £ we get therefore the equation[ED98,
p. 138]:

NN,
L=f—20 (2.3)

oo,

From the LHC key parameters in table 3 we can calculate L:

]Vﬁ]Vb

drooy

10111011
= 40 % 10° Hu s
40 x 10%8 Hz
7-1.024 x 1075 cm?2
L ~ 1.2434 x 10> cm 257!

The cross section o of a particle can be interpreted as the size[Gri87, p.190] that it
represents to a stream of other incoming particles. When a particle is a solid sphere then its
cross section will be the area given by its circumfence. For a “soft” particle, like a proton
that manifests itself by a Coulomb potential® that decreases with distance from the protons
centre, the case is different: The distance from the centre of the particle at which another
particle hits is called impact parameter. The angle at which a colliding particle is deflected
at the target is called the scattering angle. The smaller the impact parameter, the larger the
scattering angle. At a certain distance from the centre this angle will be close to zero and
thus gives a limit to the effective area. The cross section of a particle depends on the kind of
particles involved in the interaction and of the particles potentials, i.e. their energies|PRSZ95,
pp.190]. Cross sections are given in barn (1 barn = 10724 c¢m?).

For a pp interaction we can look up the cross section for LHC energies in studies (see
figure 6 for a fit to existing measurements). At a collision energy of 7 TeV per particle beam
the cross section is about 100 mb. With this value we can continue our event rate calculation:

N = Lo, = 1.2434 x 10** cm 257! - 100 mb = 1.2434 x 10° Hz

As there are 25 ns time between two bunch crossings we have W = 40 x 10% Hz
bunch crossings per second. So, each bunch crossing contains roughly

1.2434 x 10Y Hz
40 MHz

~ 30

interactions.

2The Coulomb potential has an infinite range. Therefore the total cross section is in fact infinite.
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Figure 6 Cross section study for pp interactions.
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For the pp cross sections plotted against energy gfigure 6) there are no real measurements
yet, just fits. Thérefore the event rate as well as the number of interactions per bunch crossing
must not be seen as definitive values. They represent orders of magnitude for understanding
the problems that arise when studying new physics processes. The high event rate of 10° Hz
forces us to reduce the amount of data and select the interesting events. Some tens of
interactions per bunch crossing indicate that it is indeed difficult to find the created particles
that shall be stored for later analysis. They are hidden by an enormous background of other
particles and slower decaying debris from earlier interactions.

2.1.2 The CMS detector

2

Assuming that the machine indeed produces the particles that theorists predicted, we are still
blind up to this point of the description and cannot see them. The eyes of an experimental
particle physicist are the detectors that are grouped together to large experiments. These
experiments are placed at an interaction point of the collider. Newly created particles are ab-
sorbed by the detectors, thus producing measurable results. Each detector layer is responsible
for sampling different types of particles. For achieving good spatial precision, the density of
detector elements and the number of data channels are very high. Small time resolution is a
result of fast reacting detectors and low latency readout. The experiment is connected to a
data acquisition system that records, filters and stores the interesting events (see figure 7).

The experiment that forms the environment for our work is called Compact Muon Solenoid
(CMS)[col95, Wul98]. It is a general purpose experiment, capable of detecting a variety of
particles at different momenta. As the energies of the colliding proton bunches in LHC are
very high, there are a lot of elementary interactions between the enclosed quarks. A predicted
outcome of such high energetic collisions is the production of the Higgs boson [col95] [Den95].
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Figure 7 A high energy physics experiment (CMS).
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The existence of such a particle has been calculated, but it has not been proven to exist yet.
It cannot be detected directly. This is possible for charged particles that are absorbed by
a calorimeter, and the deposited energy gives information about the particles energy. The
Higgs particle will decay in several modes, the easiest to detect is H — ZZ — [lll (the Z
particle may decay as follows: Z — utu~, Z — eTe™)[EN98]. So, the resulting leptons can
be detected and any combination of the four could contain the signature of the predicted
particle. A good muon detection system in the outer detector regions eases the task of
filtering out interesting events. Muons are about 200 times more massive than electrons and
will therefore pass through a relatively large amount of concrete matter compared to other
leptons (electrons, photons). Only then have they lost enough energy to be in the detectable
range for sensors. As all other particles are absorbed in the inner detection layers, a clean
signature can be expected in the muon chambers (see figure 8). This kind of particle may
then be used as a trigger for an interesting event. Whenever a pair of muons is seen, we might
choose to retrieve the data from all subdetectors and store them for later research. The event
might contain a combination of muons or electrons as described before. All subdetector data
allows then reconstruction of the collision in greater detail. A strong magnetic field (a 4
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Tesla superconducting solenoid) forces the escaping muons into bended trajectories. This
eases identification and separation of different muon projectiles. By examining the degree of
bending the momentum can be reconstructed[Jac98].

Detector | Channels ‘ Occupancy ‘ Size/event ‘

Pixel 80000000 0.01 100 KB
Inner tracker | 16000000 3.0 700 KB
Preshower 512000 10.0 50 KB
Calorimeters 125000 5.0 50 KB
Muons 1000000 0.01 10 KB
Global trigger data 10 KB

Table 4: CMS subdetector channels and sizes.

Although the detector is built to provide good time and space resolution, there are still too
many “interesting” events and checking if they shall be recorded or not takes more time than
is available between the collisions (25 ns). Therefore hardwired programs in the electronics
close to the detector elements are used to make a preselection of data using simple threshold
cut-off and pattern recognition algorithms[Cit96]. Deployment of this first level in a multilevel
trigger reduces the data rate from 10° Hz to 10° Hz. This is the input rate of the actual data
acquisition system.

Figure 8 Longitudinal view of the CMS detector with a four muon signature.
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2.2 Raw Data - Brute Force

The multilevel trigger approach aims at reducing the number of events to be accepted in
several stages. The first level of the CMS detector will be implemented entirely in hardware.
This logical device receives data from a subset of detector elements to come to its decision. It
reduces the event rate from 10° Hz to 10° Hz. This trigger level provides information about its
results for further event building. Examples can be seen in table 5. This information is used as
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a first hint for dynamically selecting higher levels of algorithms for event processing. Another
task is to synchronise the data of all subdetectors]NTWS97]. Due to the latency of the
detector elements and readout delay it is necessary to globally tag the data fragments. Only
then can they later be associated with the same collision event. The system is custom built
and fully pipelined. Processing even a simple algorithm takes already several bunch crossings
time. Therefore incoming information is buffered in a pipeline and the pipeline entries are
processed in parallel with a maximum latency < 3usec. As the number of processing boards
is in the order of 10000, cost is a major issue. To keep the pipeline that has to buffer
events small, the trigger has to work at high speed (160 MHz or more). Not all subdetector
information can be used for first event rate reduction, but only calorimeter and muon system.
The trigger is programmable to a certain extent, i.e. simple functions can be specified and
thresholds can be modified. The overall amount of summary data that is provided is a chunk
of 10 KB per event (see table 4). The global trigger information must be read for every event
before data from other subdetectors can be examined. The sizes of the data chunks that are
eventually used to describe the event are outlined in table 4). The output rate of the level 1
global trigger is 100 kHz, which results in a total event size of 1 MB at 1 x 10 GB/s (= 100
GB/s).

Trigger bit Description
9 3 muons
13 2 lepton pairs
21 lepton pair + lepton + 1 jet
26 lepton + isolated hadron

Table 5: Examples for information provided by the global trigger.

2.3 Event Filtering - The Good, the Bad and the Ugly

2.3.1 Event Processing

The data rate supplied by the first processing stage is still too high to allow persistent storage.
Algorithms coded in hardware, even more sophisticated pattern recognition or exploitation of
digital signal processors (DSP) do not satisfy an important requirement - flexibility. Although
specialised event identification farms have been built using DSPs[ea97], limited resources of
the processing boards make it difficult to provide ease of programming. Therefore specialised
processing capability is sacrificed for having a general purpose processing environment. The
overhead of the operating system and the lower performance of off-the-shelf desktop computers
are compensated by multiplying the size of the parallel processing system. This solution is
preferable to farms of specialised processing boards, especially for large systems like the
CMS detector . Data from subdetectors are not requested from front end crates directly,
but from a large quantity of units that are capable of buffering a certain number of event
fragments. These buffers, thereafter called Readout Units (see O in figure 14) must provide
enough intelligence to serve requests for specific data portions and report erroneous behaviour.
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Figure 9 The Data Acquisition system seen as a shared memory multiprocessor.
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They have to manage large memory banks locally. The n to n relationship of data holders
and data processors, where n is in the order of 500, requires management intelligence that
can only be provided by general purpose computer systems. As depicted in the left part of
figure 9 the processing elements, called Filter Units (see also O in figure 14) have to build
the event structure by requesting single event pieces from the readout units. The reader
that is familiar with the design of tightly coupled multiprocessors[Dun90] will immediately
recognise the similarities (outlined in the right part of the figure). As in a shared memory
multiprocessor, the filter units access “their” memories using a switching fabric. Processing
of the data is done in the local cache of a processing node. This refers to applying event
filter algorithms to the data fragments that have been retrieved from the readout units, or
“shared memories”. In fact the similarities go even deeper, as the problem that has to be
solved can be mapped to a MIMD architecture[Fly66]. The filter units operate on disjoint
data sets. Each node processes one event independently of the others. Unlike a tightly
coupled multiprocessor system, the entire set of readout units does not form an address space
that can be seen by all filter units. As the readout units are processors with local memories
themselves, messages have to be passed between readout unit and filter unit clusters. Still,
the aim is to provide the abstraction of a single address space spanning the memories of the
readout units for each filter unit (see figure 10). The data in the readout units represent a
time series of measurement values. As each event is however processed by exactly one filter
unit, the time-contiguous memory abstraction need not be shared between the nodes of the
filter farm. In this respect, the system differs substantially from a distributed shared memory
system[Li86, LH89][CDK94, pp. 518].

Although the data rate is reduced by rejecting events, not all data can be provided to
the filter units. At an input rate of 100 GBytes/sec, each of the foreseen 500 readout units
would feed data at 1.6 Gb/sec into the network that connects memories and processors.
These 1.6 Gb/sec contain 100 x 10% events. This means that one readout unit sends 1.6 x
10?bps/500destinations = 3.2Mbps to each destination. Each destination gets this rate from
500 sources as input which results again in 1.6 Gbps total input rate per filter unit. A non
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Figure 10 Abstraction from hardware building blocks through the shared memory view.
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blocking multistage switching fabric with a nominal capacity of 2 Gb/sec should be able to
handle this load. However, this assumption should not be made for two reasons:

Performance of a message passing link: First, let us assume that the size of an event
fragment is the same in each readout unit. Although this will not be true for the final system
it simplifies calculation. We can make this simplification as we would like to explain the effect
of small message sizes. Some readout units will hold larger event fragments, but the effect will
be compensated by units that hold smaller fragments. So, each readout unit holds 1/500th
of the total event size. This equals 22°Bytes/500 ~ 2KB. With such small fragments, the
network performance cannot be exploited fully. The table in figure 11 exhibiting the mea-
sured performance of a Gbit network technology reports a bandwidth of about 30 MBytes/s
at a message size of 2 KBytes. This is far from the bandwidth needed. Where does this
performance degradation come from? The calculus is given as follows:

Protocol overhead and message preparation are fixed fractions of the message and thus
become more significant with smaller message sizes|TL93, p. 185|[KP96, p. 820][PKC97].
More packets circulate in the network and thus a higher percentage of the time is used for
message management instead of payload transfer. The transfer time of a packet at a nominal
bandwidth of a network can be given by

Plen

tp = + Opaclcet (2.4)

Bnominal

where ¢, is the transfer time for a package of length pie,. Bromina is the maximum
capacity of the network in MBytes/sec and Opgcret is the overhead of processing a zero length
package in psec. If we want to simulate the effective bandwidth that we get from a network,
we must give throughput results. For doing this, we calculate how many packages including
the overhead can be transferred in one second:

1
7 " DPien (25)
tp
The effective bandwidth can be given as
1
3. " Plen
Berr = —¢ (2.6)

220 Bytes
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Figure 11 Performance measurement and analytic description of bandwidth for 1 Gb/sec
Myrinet, 200 MHz Pentium Pro, PCI 33 MHz receiver.
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Figure 11 shows the performance of an efficient MPI[For95] implementation over Myrinet
[PWT98, PT98]. An analytically obtained performance graph is compared to measurements.
We can see that the slope describing raw package (w/o correction) performance analytically
differs significantly from the data points that have been obtained from measurements. The
reason is that there is a second dominant source of overhead in the receiver itself. The message
has to be taken from the network and put in a memory location where the user can access
it. Although network bandwidth is advancing and processor cycle speeds grow, the total
communication capacity does not. It is the time to move the data from the wire into the
applications memory that becomes more and more the limiting factor[CKP196]. the data is
copied by the computers DMA machine. The same rule as for the network itself holds for
DMA transfer[PT98, PLC95][TL93, p. 196]: The smaller the copied amount of data, the more
important is the fraction of time needed to set up the DMA operation. The transfer time
itself is then a function of bus speed and buffer size. DMA bandwidth is normally obtained
once for a specific hardware platform and given in MBytes/sec for the amount of data to be
moved. Adding this DMA correction, the throughput equation becomes:

1
B _ (tpttima) * Plen
eff = 7920 Bytes

tama represents the time that is needed to copy a buffer of length p;., into the application

(2.7)

memory. Of course it is also possible to establish a model for the DMA bandwidth for
given packet lengths if the parameters of the machine are accessible. For figure 11 the DMA
bandwidth numbers have been taken from the company that provides the network interface
cards. It implements a high speed local area network technology, called Myrinet [BCFT95].
Although they have not been taken from the same machine as the network performance
measurements, they are sufficient to correct the bandwidth curve. Only processor clock
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speed and bus speed match the parameters of the computer that has been used to obtain
the bandwidth values. Due to the internal architecture of the Myrinet software, packages
that are larger than 4 KBytes are not transferred at once into the application memory,
but in chunks of 4 KBytes. From figure 12 we can see, that the DMA transfers can be
interleaved with the packet receive sequence| CKP*93]. Therefore only the last DMA transfer
of 4 KBytes size is visible. We took this into consideration when making the calculation.
tama = tdma(4K Bytes) fOT Pien > 4KBytes. With a 2 Gb/sec network technology[ANS98] the
effect becomes even worse as the receiver becomes more important as the limiting factor.
The lessons learned from this fact are twofold: First, we see that performance of high speed
networks is limited by package handling procedures. The time it takes to set up a package
and to process it in the receiver is a significant contribution of the total transfer time. It
is true that by doubling the bus width bandwidth is immediately doubled. Still, the effect
has to be taken into consideration: Software that targets at coping with small messages must
aim to avoid static overheads introduced by setting up DMA transfers. Second, performance
gets worse with smaller package sizes. This stems from the fact, that the constant portion of
message processing becomes more important with shrinking payload size. This observation
becomes even more important for higher layers. Effective bandwidth becomes worse if other
limiting factors, e.g. a transport layer protocol and message handling at application layer are
added. We will come back to this issue when tackling the issue of object oriented interprocess
communication.

Figure 12 Interleaved message receive and transfer to application memory in Myrinet.
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Switch Scalability: The second spur to find a way for reducing the amount of data that
goes through the network is its topology. Suppose the basic building block of a switch is a
2 x 2 entity (note the terminology: an n x n switch has 2n ports). Building a 4 x 4 nonblocking
switch out of such bricks requires ny = (4/2)? = 4 units. Extending it to an 8 x 8 requires
ng = (8/2)? = 16 switches. A 16 port switch is built out of n16 = (16/2)? = 64 and so forth.
Generally speaking, for an m x m switch built out of blocks with 2-n ports, (m/n)? blocks are
needed (see also figure 13). For a 512 port switch built out of 16 port blocks one would need
to purchase 1024 switches! Apart from cabling difficulties it requires an enormous budget. Of
course technology jumps may ameliorate the situation. Costs however will remain a driving
force and one has to look for alternative solutions.
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Figure 13 Examples for non blocking cross-bar switch architectures.
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2.3.2 Multilevel Event Building

We saw that at small message size, bandwidth is limited and we cannot transfer all event

fragments from the readout units to the filter units any more. Filter units may request some

fragment and apply a selection algorithm to it. The result of the algorithm is an accept or

reject statement. If the event fragment does not meet the necessary criteria, it can be cleared
in all readout units and does not have to be transferred to data store. If the fragment is
accepted another part of the event may be requested and further algorithms may be applied.

This procedure may be performed several times. It is called high level triggering. In order

to raise the upper limit of processing element utilisation, computation of one level may be
interleaved with data transfer of other fragments[JBD*91]. One way to achieve this is to use

a multithreaded worker pool[Kru98].

Figure 14 A symmetric architecture for on demand event building.
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A model of calculating the capacity of each switch port can be given. The input rate for
each filter unit is the total output rate of the level 1 hardware trigger divided by the number
of filter units: [y = Lgr/npy. Suppose the number of readout units is in the order of five
hundred. Then each unit holds IMB/nry ~ 2K Bytes of data for each event. The necessary
capacity per switch port is

n n
Oport =l - Z(H plmzs) (28)

i=1 i=1
where n is the total number of filter algorithms that are applied. p; gives the event input
rate for each processing level in percent of the total rate, m; is the number of messages needed
to get the event fragments for this stage and S is the average size of the fragment in one readout
unit. To illustrate the switch capacity needs, let us make the following assumptions: The first
processing stage requires information about the level 1 decision and the calorimeters (10 plus
15 RUs). We require the algorithms to accept only 25% of the rate. The next processing
stage shall receive the remaining parts of the event: Preshower, Tracker and Pixel detector
information. This last processing level may then apply algorithms that reduce the rate down

to the cluster output rate. This does not affect the communication link capacity anymore.

1
Cport = (200 Hz - 1-35-2 KB) + (200 Hz - - - 900 KB) =

= 57.6 MBytes/sec(= 0.48 Gb/sec)

From figure 11 we can derive that at a message size of 2 KBytes the average throughput is
30 MBytes/sec. The theoretical maximum is 64 MBytes/sec. It seems quite reasonable that
with higher bus speed and wider buses this performance can be reached. This scheme is then
feasible for event building. If the switch port is not fully saturated, a multibus-multiprocessor
machine could be used to act as filter unit. Then at least two independent filter units can
be combined in one physical crate. The switch port can be fully loaded and the number of
necessary ports is divided by two. The calculation outlined above has been performed under
conservative assumptions. We could also introduce an additional trigger level. The first
software level shall now reduce the rate only to 50%. The second one cuts to a quarter of the
data, but uses only the preshower (a calorimeter with position measurement capability[ea96]).
Then we get the following result:

Cport = (200 Hz-1-35-2 KB)+
+(200 Hz - £ - 100 KB)+
+(200 Hz - § - 1 - 800 KB) =

~ 43 MBytes/sec(= 0.36 Gb/sec)

Just by doubling the bus capacity of the evaluated processing hardware, the required 43
MBytes/sec could be transferred with the proposed network technology at a message size
of 2 KBytes. Control messages for requesting the fragments are only several tens of bytes
large. They can either be routed through the switching fabric (modern networks like Myrinet
provide the full bandwidth nonblocking for two directions[GCO199b]) or over a separate
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control network. In any case it must be assured that no two filter units request the same event
from the readout unit cluster. This is done by sending the requests through an event manager
(see O in figure 14). This component associates data for each event coming from the very front
end detectors with an identifier (O in figure 14). This information is provided to the readout
units and the filter units. The filter units (O in figure 14) may now communicate directly
with the readout units using this handle. If an event is cleared, either upon reject or because
it has been stored, the event identifier is returned to the event manager. The communication
could as well be done without an event manager. However management overhead is increased:
(i) upon event clearance the filter units have to broadcast clear messages to all readout units.
With an event manager this is not needed, cause such a device knows at any point in time
which events are currently being processed and which ones will not be touched anymore.
It can therefore tell the readout units to just overwrite these events the next time it tells
them to read out data from the front end devices. Achieving good performance for such
communication mode in a distributed system that relies on autonomous switching networks
is not an easy task, though [Kle85, pp. 1210][XGN94] (ii) The filter units have to generate
an event identifier themselves. A possible algorithm is ID = idynit + Nunits - ¢, where 1D
is the event identifier, idyy,;; is the number of the filter processing unit, Ny,is equals the
total number of CPUs in the cluster and 7 is a running counter that is increased with each
request for a new event. A wraparound of the event identifier does not introduce difficulties
as it may be re-used. Finally the stored event gets a new identifier that is valid for off-line
processing only. (iii) The event manager is able to resynchronise readout units in case one
of them overflows. Once such a situation occurs, the remaining working readout units must
flush these events from their buffers. The causes for this kind of behaviour can be manifold:
A failing filter unit which does not collect the fragments or an error in the switching network
are just two examples. Hence some sort of control mechanism is needed. Although the switch
size can be reduced by the proposed approach, the costs remain significantly high. This drives
our quest for alternatives.

2.3.3 Distributed Event Building

Distributed event building relates to the multilevel approach as multiprocessors to multicom-
puters [AG94]. In this scheme as developed by our group at CERN, readout units and filter
units are no longer totally separated. Instead, each filter unit is connected by a SAN or bus
to a readout unit. The architecture might even be extended to a single multibus computer
(see figure 15 for architecture examples). Then no difference in hardware between the part
that gets the data from the front end and the part that processes them is visible. Multiple
buses are still necessary as the two units have to be able to operate independently to achieve
the required performance. This combined data storage/processing unit shall be capable of
performing filtering algorithms to the data that is held locally on demand. A filter unit that
is member of such a cluster will not request data fragments anymore, but ask for results of
calculations. It invokes a method of an event fragment proxy object locally. This call is for-
warded with its parameters by the proxy object to the readout/filter unit combination that is
responsible for the data that are needed to perform the computation. There processing of the
data can be done locally. Only the results are returned to the caller. They serve as a basis for
the initial requester to take or refuse this event. Only in case of acceptance have all fragments
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to be transferred to data store. This scheme of event building has several advantages:

e Reduction of data circulating in the switching network. Thus it exhibits a lower capacity
requirement.

e Reduction of the switch size due to less data traffic and combination of readout/filter
units.

e Higher parallelism, as fragments can be processed in parallel.

e No need for special purpose protocols to exploit maximal performance of the network.
Ordinary communication libraries like BIP[PWT98, PT98] or MPI[For95] can be used
without modification. Less coupling in the software is the result.

e Easier avoidance of hot spots in readout units. Some readout units, such as the ones
that hold the muon detector data will be asked for data more frequently than others.
This lies in the nature of the selection algorithms. As processing is done locally, those
hot spots in data transfer are avoided. They are shifted to hot spots in processing,
which can normally be solved more easily by stocking processing power.

There is however a significant disadvantage in this scheme: Some algorithms, such as
reconstruction of a particles track, cannot be done with information from one readout unit
only. The fundamental issue of massive parallel systems, i.e. how to exploit locality[JBD*91]
has to be solved. Several segments of the detector have to be used to obtain a useful result. A
possible approach is to request only results of calculations that are done in the readout units
that hold the necessary data locally. If a queried readout unit needs more information, it
invokes on its part calculation procedures on other nodes. Results could be cached locally, so
that a readout unit that is asked twice for a certain calculation concerning the same fragment
does not have to do further processing requests again.

Figure 15 A hybrid readout/filter architecture for massive parallel event processing.
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How much data would have to be transferred in a simplified model of this approach? As
algorithms for this kind of event building have not been developed yet, we can only give a rough
estimation. Let us assume that information from the global trigger has to be requested in
any case to start with processing. The fragment size is still 2 KBytes. Muon and Calorimeter
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information can be processed locally in each unit. Only the results (100 Bytes per message
assumed) of a reduction to 75% of the trigger rate are transferred. For the other subdetectors
the calculation is done as follows: The amount of data for sending the outcome of the locally
applied algorithm is given. As these subdetectors cannot rely on local data only, we also add
the amount of data that has to be transferred to them by other readout units to complete
calculation. As the tracker is organised in layers, this will normally be done in steps. We
assume that in each layer a computation for an element is requested not more than there are
detector elements in the preceding layer. Suppose a track calculation is started, it can be
continued in another readout unit, by just calling the function to calculate with the geometry
parameters for the starting point of the next segment to which the algorithm interpolated
(see figure 16). If the track is still existing in this unit, the result from the next segment
that contains the continuation of the trajectory to sufficiently high probability is requested
and so forth. As an estimate for the data to be transferred, we count again 100 Bytes for
each readout unit that holds data of the involved subdetector. Computation is requested
only once. The result stays available in the readout unit that requested the calculation and
in the one that performed it until the fragment is cleared. Detector simulations used 93400
volumes|[col98, p. 421]. Storing those in W = 400 readout units, every unit will
hold about 24 volumes. Let us furthermore assume that for every volume we will get some 4
Bytes of information as result of a calculation (the coordinates are known, so this one word
per volume shall contain information about the hit). Then we can stay with the estimation
mentioned earlier, of 100 Bytes per unit. As there are more than one volume per unit, we
presume that every unit is only queried once. Then the result is returned to the requester and
is available for other calculations as well. Only 400 messages are therefore estimated for the
tracker per event: Each getting a result from each of the readout units that store information
from the tracker subdetector. In this case we suppose that with the tracking detectors in
each step, b0 percent more of the events can be rejected. The last step that cuts the rate
down to 100 Hz is not shown as no more data transfer than the fully accepted event to data
store is needed. The final cut can be made by combining the results of all requests either by
voting or other kind of analysis. The amount to transfer the accepted event to offline storage
is negligible.

We split the calculation into several terms. c¢; gives the data rate for the global trigger
information, ¢y involves muon and calorimeters. c3 affects the preshower, c4 the tracker
consisting of pixel detector and inner tracker.

c1 =200-10 KB = 1.953 MB/s

10KB+50KB

oKD units. Each reply message is 100

The results from ¢y are retrieved from 30 =
Bytes large. The trigger rate is cut down to 75%.

c2 =200-0.75-30 - 100 B = 0.429 MB/s

Preshower calculation now allows the rate to be cut down to 50%. However non local
data is needed as well. The total size of 100 KB resides in 18%3]3 units. Each of these units
sends the result of its calculation to back the requester. Either the information needed can be
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Figure 16 A possible way of calculating a track by only using local information: The first
readout units finds a candidate. It requests information from another readout unit and passes
parameters necessary for continuing the calculation. If the track is still there, the result from
the next segment that to sufficient high probability contains the continuation of the trajectory,
is requested and so forth.

T =f(RU2) 0 f(RU4) o {(RUB) o {(RUS) 0 f(RU7) 0 f(RU9) 0 f(RU11)

calculated locally, is locally available already, or has to be retrieved by sending a request to
another unit. As the volumes and thus the units can be grouped together according to their
distance from the interaction point (i.e. in layers), not every unit will send messages to every
other unit. For simplicity reason we assume now, that every readout unit sends its results
only once. In case of sending the request two times, the required bandwidth doubles.

100 KB

—200-0.75 - 0.5 -
€ 2 KB

-100 B = 0.357 MB/s

The same calculation is done for the whole tracker. Again the cut is 50%:

800 KB
=200-0.75-0.5-0.5 - ———— - 100 B = 1.43 MB
€4 =200-0.75-0.5- 0.5 - —=—==-100 3 MB/s

5
> ¢ =4.1875 MB/s
1=1

Suppose for the preshower and the tracking device each readout unit sends its result to
more than one requester. One reason could be that it is not sure in which volume the track
continues in a lower level. Let’s assume that a calculation requires results from four underlying
units. Then the tracker and preshower bandwidths are multiplied by four. The result is a
total necessary bandwidth per port of about 10 MB/sec. This is still only a fraction of the
initially proposed approach. Moreover, the switch size is reduced from 512 x 512 to at least
256 x 256. The results of the smaller switch are manifold:

e Reduction of cost.

e Simplification of the set up.
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e Better exploitation of the switch performance as at least one readout unit and one filter
unit share one switch port.

e Increased scalability as more processing units can be incorporated into one readout /filter
unit.

However this scheme has not yet been investigated more detailed. Feasibility studies from
subdetector groups are currently being carried out at CERN.

Although we shed light on the application domain that we have to serve, we did not yet
capture its overall requirements on data acquisition. This, together with a selection of other
experiments’ systems and two significant advances in cluster computing that relate to our
work will be presented in the next chapter.






Chapter 3

DAQ Requirements and
State of the Art Systems

FEs gibt keinen inwendigen Drang an sich, etwas zu erfinden.

Immer ist ein Auftrag dazu nétig, der Wasser auf die geplanten Rdder giefst.
Jedes Werkzeug setzt genaue Bediirfnisse voraus

und hat den prazisen Zweck, sie zu befriedigen;

sonst ware es nicht da.

Ernst Bloch, “Das Prinzip Hoffnung”

3.1 Requirements

he requirements of an application domain shall drive the design of the system.

They describe what the system is supposed to do. The introduction to data ac-

quisition in high energy physics outlined a variety of different aspects that lead

to a collection of requirements for the software infrastructure. They can be split
into four dimensions: speed, scale, system management and dependability. In this thesis I
emphasise speed in object communication and management of processing farms. Scale is an
issue that has to be included in both observations. The dependability requirement is briefly
outlined in this chapter.

3.1.1 Speed

Speed is a key requirement for data acquisition. The amount of data that is recorded, pro-
cessed and stored has to be maximised under a given configuration. As communication tech-
nology is advancing quickly the gap between hardware and software is growing. We have to
address this problem if we want to achieve our goal. When talking about speed we distinguish
between two properties: Throughput and Latency.

35
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Throughput stands for the number of payload bytes that can be transferred per second.
Latency is the time to transfer a single message with no payload. Satisfying the requirements
of high throughput and low latency is difficult, as the two qualities are contradictory: message
processing overhead (including the protocol) is a limiting factor to performance. Therefore
one aims at decreasing the ratio of processing to transfer time. This can be achieved by
increasing package size. This approach is known as scatter/gatheringGJO00]. Figure 11
depicts the described effect. Large packages however are not suitable for sending commands
at high frequencies. As can be seen in the leftmost part of the slope in figure 11, throughput
decreases with smaller payload sizes. So, less data can be transferred in the same amount of
time with smaller packages, than with larger ones. The dilemma spreads to higher protocol
layers and favours the end-to-end argument [SRC84]: Transferring a file requires different
means than sending small control datagrams. For the former, the overhead of connection
establishment, a sliding window protocol with acknowledgement of multiple packages and
large packages is accepted for gaining throughput. The same approach for a massive parallel
system that sends around single numbers would result in low efficiency. Messages are small
and per packet overhead as to be kept small.

In data acquisition systems for high energy physics we encounter both communication
patterns: sending data requests, input buffer flushing commands, and in the case of distributed
event building remote function calls with return values, represent small messages that have to
be transferred within a short amount of time. Event fragments can still be counted as small
messages when applied to Gigabit network technology. These small messages are issued at
very high rates which means that high throughput is also required. The following requirement
can be derived:

Requirement 1 (Speed) Communication software in high performance distributed systems
shall make good use of the underlying interconnection technology for every kind of observed
communication pattern.

Rationale: This means that the communication subsystem must deliver as much of the
available network performance to the application as possible. To meet the application’s re-
quirement an appropriate communication means has to be identified. As a negative example
one could mention selecting TCP as a transport protocol for highly parallel computing in
clusters of workstations.

3.1.2 Scale

Processing and data movement requirements of our environment cannot be met easily by
monolithic systems. They have several major disadvantages:

e Partial upgrades are difficult or even impossible.
e Connectivity is limited by number of ports and memory bandwidth.
e Larger machines are more expensive to build.

e Error in a part of the system causes failure of the whole system.
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e Maintenance causes unavailability of the whole system.

These reasons drive the deployment of clusters built from commodity computing compo-
nents. They have the numerous advantages (partly from [McC99, FGC197)):

e Per unit cost of the system is smaller because of mass production.
e Incremental upgrade with state of the art commodity components is possible.
e Availability is high, as single failures can be tolerated.

e Performance of the sum of units is generally higher than the performance of a single
large machine. This stems from the fact that resources do not have to be shared.

e Clusters of independent units are well suited for applications with simultaneous inde-
pendent, users or applications.

e Each application can comprise richer functionality, as the whole node is exclusively
available for processing.

e Due to their openness, computing clusters are easier to adapt to specific needs.

Spreading the workload over a large number of processors and network ports helps to
overcome the limitations of processing power in single machines. A system that allows such
graceful extension in order to meet its performance specification is said to be scalable. This
quality becomes more and more important for the software part as it is difficult to man-
age large quantities of independent units. Furthermore multiplicative growth of messages in
our system limits scalability. Each node has to keep state information about all other com-
munication participants. It has been shown that at a number of about 700 communication
partners and 300 threads to handle this load, 70% of processing is spent in the operating
system kernel[FGCT97, pp. 86-87]. This exhibits one of the problems with we have to deal
with when it comes to design of communication middleware.

Requirement 2 (Scalability) Software for construction of a distributed data acquisition
system shall support scalability of the cluster. Scalability means, that the increase of overhead
with additional participants in the system is predictable (at best linear) and that the other
performance requirements can be met.

3.1.3 Dependability

Dependability is a quality that describes the degree of trust a user can put onto the service
that the system delivers. It consists of reliability and availability. The former gives the
probability that the system fails within a given time, the latter describes the proportion of
time during which the system will meet its specification[Lor89].

Requirement 3 (Dependability) Within a given configuration the system shall not fail,
but the degree of availability is allowed to vary according to the operational status of the system
components.
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We relaxed a given definition of [Lor89] for our dependability requirement statement.
Availability and reliability are fuzzy terms. We tolerate partial availability. We prefer to
have a system running twenty four hours, seven days a week even if it does not permanently
deliver the nominal performance over a system that has deadtimes during which no data can
be taken at all. Thus single faults must not bring the whole system down. The same holds
for exchange of system components. If errors occur, performance may be decreased, but the
entire system should not stop working. Rationales for the requirement can be given as follows:

e Loss of data due to data acquisition failure shall be avoided. Supplying a particle beam
and running the detector is very expensive (supraliquid helium cooling, power supply of
detectors and electronics, preparation of the experiment). Availability may be reduced,
but system fault shall be prevented.

e The system shall tolerate permanent failure of components. Physical components of the
data acquisition system may not be accessible because of their underground location.
Detector shutdown for maintenance of the DAQ system is not acceptable.

e As the system runs in 24/7 mode it shall be capable of self configuration and recovery.
Only overall system critical situations shall require human interference.

e In situ reconfiguration (software upgrade, debugging, calibration) shall not require in-
terruption of the data acquisition. As monitoring and calibration might be done at
reasonable short time intervals full shutdown and restart would otherwise lead to sig-
nificant loss of data.

e Erroneous behaviour of a single DAQ component shall not cause failure of the whole
system. Every component shall behave fail silent. This means, it shall detect its fault
and give up its participation. The remaining system shall detect that a component
resigned and will aim at compensating the loss.

When designing software for the data acquisition system, we have to keep the dependabil-
ity requirement in mind. The whole system is only as dependable as the weakest element in
its chain of software components.

3.1.4 System Management

Management of large clusters of workstations is a challenging task. This is not only caused
by the noticeably increased processing power and network bandwidth[AP97] that is needed
for supervision of machine pools in the range of several hundred units; it is also not a trivial
task to coordinate diverse software components[HM96]. In the case of high energy physics
experiments the situation becomes even more critical:

First, the systems are prototyped long before the detector is built. It is likely that the
infrastructure with which we are confronted now differs from the one that we will see in the
production setup. Prototype environments make heavy use of existing office clusters or spare
time on supercomputers. The production system, however, will be implemented as a cluster of
computers connected by a high speed short area network and an additional management net-
work. So the framework into which programs are embedded should be adaptable to different
environments.
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Second, the lifetime of the experiment is considerably long. Over fifteen years software
and hardware will be upgraded gradually. Again, flexibility is the main requirement for tools
concerning management. They must be able to cope with changing configurations.

Third, software has to be coordinated. It has to be assured that at any time all programs
in the system can be controlled. The operators must have the possibility to install and choose
different versions of a program in parts of the cluster. It must be possible to divide the cluster
into different processing responsibilities. Whole groups of tasks have to be steered.

Fourth, the system must exhibit a certain degree of autonomy. User interaction cannot
always be expected when a problem occurs. Software that fails must be restarted automati-
cally. For a high energy physics experiment the situation gets more difficult: the computers
are not physically accessible for a period of roughly half a year once the cavern is sealed. Sim-
ple errors, such as harddisk failure or an operating system crash have to be handled remotely
by the operator or autonomously by the system. The latter solution is preferred as it may
be problematic to install and check over one thousand systems individually. Finally, as we
have to deal with software diversity, the tools should not require special instrumentation of
the existing code. The tool should offer a simple, yet flexible means to allow any software to
interface with the management framework. The reason for this is not that we do not want
to impose a specific structure onto the programs, but rather, that we do not always have
access to the source code: Programs may be little documented. Sometimes they are written
in different programming languages or do already have a specific command interface that
cannot be changed easily. We state the following requirement:

Requirement 4 (System Management) Management of the computing cluster shall be
flexible so as to include any type of software that is needed to run in the data acquisition
system. System Management includes (i) installation, (i) configuration, (iii) application
control, (iv) monitoring and (v) handling of erroneous conditions that cannot be covered by
the applications themselves. As flexibility and adaptability to requirements that may shift
over the time is the most important quality, any hardcoding of management policies should be
avoided. The tool should allow to define and exchange them with ease.

3.2 State of the Art Systems

Systems that relate to our environment have to be split in two categories. First there are
current installations of running experiments. Two, BaBar at the Stanford Linear Accelerator
Center (operated by Stanford University and Department of Energy) and CDF' at Fermilab
(operated by Department of Energy), both placed in the US. Although these experiments
are the state-of-the-art, their capacity requirements are orders of magnitudes lower than the
ones for the experiments of the Large Hadron Collider at CERN. Second, what concerns
cluster technology we would like to mention the ASCI (Accelerated Strategic Computing
Initiative) PathForward project, namely the supercomputer installation at Sandia National
Laboratories (operated by Department of Energy). Several supercomputing platforms have
been established by the ASCI, but access and information is highly classified due to the mil-
itary applications for which the systems have been designed. We are only able to give a brief
presentation of the option RED, the first TeraFlop computer in the ASCI project. The other
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project that we would like to present is The NCSA (National Center for Supercomputing Ap-
plications) NT cluster, based on commodity personal computers and Myrinet, a technology
that is also investigated for CMS. It has to be pointed out, the all computing cluster projects
aim at increasing the cumulative processing power, generally measured in TeraFlops nowa-
days. What concerns interconnectivity, there is a strong requirement to increase bandwidth
and decrease latency. An ASCI assessment|| also states that available data communication
technology is far behind the necessary level to build well balanced systems. It has however
to be emphasised that the current installations take the components that are available. Re-
search concentrates on reducing the software overhead of communication software only. It is
accepted what can be achieved with a given setup. This is not the case for high-energy physics
data acquisition. There are strict demands what concerns data dissemination capacities, on
the other hand, computing power requirements will be fairly low compared to the technology
that is available already today. CMS requires in the range of 5 TeraOps, a number that has
been exceeded by a factor of at least 6 today.

3.2.1 DAQ Systems
BaBar

The BaBar data acquisition system|[HSC*99] is layed out similar to the proposed CMS archi-
tecture (see section 2.3.2). A number of VME based processors read out and buffer data that
come from the detector electronics. These data are shipped to a processing farm by using
a non blocking switching network. The efficiency requirements of this system are however
lower than for our application. BaBar requires its data acquisition to digest events at a size
of 25 KBytes with 1.3 kHz. This is roughly two orders of magnitude smaller than the planned
Large Hadron Collider experiment described in this work. In addition to event filtering the
on-line software in the computing farm is also responsible for performing data compression.
The BaBar experiment has adopted the object-oriented methodology for the on-line software
subsystem. This does not include the use of object-orientation at system programming level,
but at the boundary to the application programmer. A framework[ HHM*98] that shields the
physics programmer from all low level details is provided for using the services of the readout
module and the processing farm. The developers of this system however found it difficult to
realise all necessary performance optimisations[SCG98] without sacrificing the abstraction
obtained from applying the object paradigm.

CDF

The CDF experiment, known for its discovery of the top quark, deploys a three level event
processing architecture[Pau99]. The first level retrieves data from the detector electronics and
is fully implemented in hardware. It outputs to the second level which is realised using com-
mercial processor boards, but custom-designed software which is specific to the subdetector
data. This level serves events to the level three processing farm at a rate of 300 Hz to 1 kHz,
depending on the chosen system configuration. The event size varies between 150 and 250
KBytes[TBD197]. This level is connected to the level two data servers using an ATM switch-
ing network. Non-blocking message sending behaviour is achieved by applying traffic shaping
at the data sources based on time division multiplexing. Although monitoring and control
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software is implemented using object-oriented technologies, such as Java and CORBA, all
software associated with the data dissemination is done in pure C [Tet99]. Several libraries,
such as FISION/VISION[Pan97] are deployed for less error prone access to VME hardware.
In order to interface to the object-oriented software, the ILUXER99] object request broker
has been ported to the VxWorks real-time system. The CDF experiment has been designed
at a time when the application of object technology was not yet suitable for real-time sys-
tems, because of performance problems and a lack of tools. The decision to introduce newer
technology gradually came with the possibility of granting the detector a second run phase
with increased beam luminosity and detector precision. Yet a complete object based solution
was not adoptable, due to the enormous amount of work required to redesign the software of
the complete data acquisition system.

Figure 17 Comparison of the key properties of state-of-the-art DAQ systems
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3.2.2 Computing Clusters
ASCI RED

The ASCI project has been founded in 1996 in order to establish nationwide supercomputer
installations for simulating nuclear weapon testing. In order to achieve this goal, so far not
available processing and data communication equipment had to be built. As a result the
first machine, capable of performing 1.8 TeraFlops per second has been installed by Intel
at Sandia Labs, US[WSB197, Int]. The original set up comprises 4576 computing nodes
equipped with 200 MHz dual Pentium Pro CPUs, i.e. of-the-shelf workstations, 36 service
nodes that interface to the outside world, 39 disk I/O nodes that alleviate the processing nodes
from costly 1/O operations, and two boot nodes. Communication is split into two parts: the
machine sends and receives information to and from the outside world using Ethernet and
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ATM over 12 special purpose nodes. Internal node-to-node bandwidth is 800 MBytes/sec per
mesh router chip[MH97]. Each chip has 6 ports. The mesh is organised in multiple planes,
so that each router cheap has two ports in x and y directions and two in z directions two
connect to the neighbouring planes. The router chips and network interfaces are custom built
by Intel. The mesh size is 38 x 32 x 2 (see also figure 18. Although the throughput number
is quite impressive, we have to consider the fact that there exists no n to n communication
between all processors. Only neighbouring processors can communicate with each other. This
ideal for massive parallel applications, such as the simulation of matter developing in space
over time. Neighbouring space volumes have to exchange data frequently in order to update
their states. the ASCI Red is build as a distributed memory multicomputer, thus making it
necessary to use message passing for achieving this task. The communication software used
is MPI with a relatively low latency of 68usec. For distributed data acquisition the degree is
connectivity is too low. The Option Red supercomputer has recently been upgraded and is
currently the fastest computer in the world, achieving roughly 2 TeraOpsA.3.

Figure 18 The interconnection topology of the ASCI Red Supercomputer
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The operating system called Cougar (a commercial version of Puma, made by Intel, the
software originates from the Intel Paragon project) is a light weight kernel that supports only
a subset of the functions that can be found in a full UNIX like operating system. This can
be done, because the computing nodes are not intended for interactive use. Also file access is
done by through special purpose libraries and through the 1/O nodes. The interactive nodes
run an operating system called T/OS (TeraFlop Operating System).

The installation of such a system almost 3 years ago teaches us, that interconnection
technology as we need it is available, but that the commodity workstations are not capable of
exploiting it. Software is way too slow to make good use of the hardware and researchers have
to invent complicated topologies, including special purpose I/O nodes to generate a balance
between communication and computation. It is obvious that there is a bottleneck in between
that has to be removed.



3.2. STATE OF THE ART SYSTEMS 43

WEB Search Engines

A completely different application area, namely WEB search engines have been addressed in
a cluster architecture that has been commercialised by the Inktomi corporation. Regarding
the architectural overview[FGC*97] in figure 19 and comparing it with the architecture of
the CMS data acquisition system (see figure 14) that dates back to 1995, we can immediately
recognise the similarity: both architectures aim at a symmetric design, splitting the system
into a data server and a data processing part. Both parts are n to n interconnected. The
Inktomi cluster uses Myrinet, a 1 Gbps wormwhole-routing based interconnect with intelligent
network interface cards as intermachine communication medium. The system is not a massive
parallel one. A request for information that has been issued from a WEB browser is processed
on one front end workstation. The request however will make it necessary to collect a set
of diverse data and these are retrieved from several nodes in the worker pool. Once the
results are available they are sent to the responsible front end workstation that performs
the translation into HTML code and serves the result to the requesting WEB browser. The
architecture is also deployed in the HotBot search engine. Both projects have their roots in
the 1997 ended Berkeley Network of Workstations (NOW) project[ACP95].

Figure 19 Architecture as being used in the Inktomi WEB search engine. Picture taken
from [FGC197].
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Figure 1: Architecture of a generic SNS.
Components include front ends (FE), a pool of
workers (W) some of which may be caches ($), a
user profile database, a graphical monitor, and a
fault-tolerant load manager, whose functionality
logically extends into the manager stubs (MS) and
worker stubs (WS).

We could not find out about the current system size of the Inktomi cluster. The Hot-
Bot search engine which uses the same architecture, comprised 60 nodes in 1997[FGC*97].
The actual system size is however not the most important issue. Rather than that, it is
interesting to see, that distributed data acquisition is much more related to the problems
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that we encounter in the Internet domain than in the parallel computing community. This
lets us conclude, that research in the area of distributed data acquisition systems does have
significant spin-off capacities to industry applications.

From the work on other experiments’ data acquisition systems and cluster computing
initiatives we have seen that commercial off-the-shelf products are more and more common
in our environment. Standard middleware for distributed object-oriented components is also
designed by the Object Management Group. The architecture which is proposed by this
consortium is called CORBA. It is widely used in industry and we are also interested in using
it. Guaranteed support over the years and interoperability between a variety of value adding
components are strong arguments for such choice. The following chapter gives an overview
of this model and tests its usefulness with quantitative measurements of a state-of-the-art
CORBA implementation.









Chapter 4

Using Off-The-Shelf Components -
An Assessment of CORBA

But if it is true that the act of observing
changes the thing which is observed (because of Quantum),
it’s even more true that it changes the observer.

Terry Pratchett, “Soul Music”

4.1 The Model

pplication of object-oriented technology is motivated by the desire to have re-

usable software components that interact through well-defined interfaces[YD96].

A step towards such a software communication bus is the Object Management Ar-

chitecture (OMA)[Vin97] that is standardised by the Object Management Group
(OMG). This independent organisation produced a reference architecture for transparent com-
munication between application objects, called Common Object Request Broker Architecture
(CORBA)[Gro98b]. Its structure is depicted in figure 20. This communication model serves
as the basis of the OMA, which incorporates four components in total: (i) Object Request
Broker, (ii) Object Services, (iii) Common Facilities and (iv) Application Objects. The Ob-
ject Request Broker acts as the backbone for the latter three parts. Messages between ORBs
are exchanged using a generic protocol, The General Inter ORB Protocol(GIOP). It has to be
mapped to a concrete transport layer. Up to now the only existing mapping is the Internet
Inter ORB Protocol (IIOP), which is based on communication using the socket interface to the
TCP/IP transport protocol suite. Object Services define additional functions such as naming
or concurrency control. Facilities represent guidelines for building blocks targeted to special
environments. They are split horizontally into different concerns, e.g. user interface or data
exchange issues. Vertical slices represent sets of components for the environments such as oil

47
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industry or workflow management. Those facilities are not complete. With new upcoming
user requirements, proposals for new facilities are submitted. The application objects have to
be provided by CORBA users. In order to be independent of platform and implementation
language, objects that shall communicate using a CORBA compliant ORB are declared using
an interface definition language (IDL). Mappings to several programming languages exist, so
that the application programmer can provide an implementation for the object. Controlling
the definition of interfaces in a platform independent way remains the key to interoperabil-
ity. Data structures are no longer machine data type specific. From the IDL specification
of an object interface, a stub can be produced for an implementation language. An example
of an object invocation trace can be seen in figure 21. Before the client stub can be called
by the user application, the servant representing the object implementation has to publish a
reference to itself to the client. How this is done is not specified. Possibilities include naming
services, URL like addressing or object identifiers stored in files. On top of these, higher
level mechanisms as specified in the CORBA Services can be used to obtain references to the
object implementation. Examples are the Trader or the Event Service (a publisher-subscriber
scheme). Once a valid object reference is obtained, the stub can be invoked by the client
application and will take care of forwarding the upcall to the object implementation. This
implementation is enclosed in a skeleton that has been produced from the IDL specification
as well. Thus the language in which the object is implemented need not necessarily be the
same as the one from which the object is called. Such procedure resembles the Prozy pattern.
The stub serves as a placeholder, a prozry for the object implementation. The difference is
that in the CORBA world an instance of the proxy class does not truly reflect an specific
instance of the servant class. A proxy object is bound dynamically to a servant. The proxy
accepts method invocation requests for it and delegates them to the bound server through
the object request broker. The process of associating the proxy instance with its servant,
called binding[Hen98] is done at run-time by obtaining a reference for the object that has to
be invoked. Once the binding exists the call is routed to the destination. Due to the dy-
namic nature of the binding procedure, the object implementations are triggered by a single
multiplexor on the destination side, the Object Adapter. It determines to which object the
request belongs and activates it. The new Portable Object Adapter definition allows several
policies, such as activation on demand or object identifiers with a lifetime longer than the
server process[PS98]. Furthermore it allows the restriction of a single servant to be overcome
by having user-supplied server side activation managers[SV98]. It is worth noting that the
interface of CORBA components are themselves specified in IDL. By this means, a higher
degree of portability is achieved.

4.2 High Performance CORBA

The object communication architecture as standardised by the OMG does not address any
performance requirements. When applying this technology to performance critical applica-
tions such as avionics[GS98c] or real-time control[PWP98], it became clear that some effort
has to be made towards making CORBA implementations more efficient[YS98]. Efficiency
here means deterministic behaviour of the ORB in terms of scale, speed and memory con-
sumption. These are prerequisites for building CORBA components that support application
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Figure 20 The Common Object Request Broker Architecture (CORBA).
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environments with special demands. Unfortunately only few efforts concentrating at CORBA

for real-time environments have shown significant impact on further development!. Two ex-
amples of high-performance CORBA projects that are worth mentioning are the COOL and
the TAO systems:

e Chorus/COOL - Although already designed and implemented in late 1988 for the
Chorus real-time operating system, COOL has been redesigned several times to be
compliant with the CORBA architecture[HM90]. It focuses on being efficient in terms of
upcall latency and small memory footprint[JHJ 194, p.5]. Not only have these goals been
achieved[Sys93][SMFGGI8], but the modular design also allows ports to other operating
systems, such as WindowsNT and Solaris[Sys96, p.2]. The work on Chorus/COOL
also resulted in contribution to the OMG Minimum CORBA specification[Gro97a] and
the OMG CORBA real-time efforts[Sys97]. Chorus and COOL are now commercial
products, maintained by Sun Microsystems.

e TAO (The ACE ORB) - TAO[SGH'97] is an ORB based on the ADAPTIVE Com-
munication Environment (ACE)[Sch94, SLM88|. ACE is an object oriented toolkit
providing an operating system abstraction layer and building blocks for network pro-
gramming. ACE is written entirely in C++ and aims at efficient implementation of
design patterns for programming distributed systems. TAO makes heavy use of these
patterns[SLC99, SC99, POST99, SC97], thus resulting in a highly configurable middle-
ware system. Not only concurrency policies are freely exchangeable at runtime, but also
ORB resources that affect the way in which servants are located and invoked[GS97b].

"We do not consider implementations of CORBA that have been ported to real-time operating systems,
such as Orbix for VxWorks or Visibroker for Tornado. Those implementations do not add any value to the
real-time platform apart from increased interoperability. Due to their architecture they are not suited for being
embedded into real-time applications
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Figure 21 A sample method invocation with the CORBA model.
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TAO can be configured to work with different communication subsystems|GS98a]. It is
however not possible to mix these pluggable transport components. Its internals are well
documented and evaluated. Information about concurrency mechanisms used for han-
dling an increasing amount of clients[Sch98], alleviation from performance limitations
in the server[SG99] and scheduling issues[GLSK99, SMFGG98, HLS97| for real-time ap-
plications are presented in numerous publications[LFGS99, SBLT97, GS97a, GHSP96].
This rich set of documentation allows us to use TAO as a subject for investigating
possible CORBA application.

4.3 CORBA in DAQ Systems

4.3.1 Real-Time versus Highly Efficient Systems

Having seen that there are indeed attempts to deploy CORBA in real-time systems, we are
encouraged to investigate possible applications in data acquisition systems for high energy
physics. However, requirements for DAQ systems differ from real-time systems. For real-
time systems the most important issue is not speed, but that data arrive in-time[KK90].
The behaviour must be predictable in the presence of competing tasks. In the case of a
distributed system, the middleware must allow scaling to larger sets of processing elements.
Other important issues are deterministic memory footprint and efficient processor usage in
order to fulfil the first requirement. As an example, we may imagine a control system for a
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jet aircraft: Sensors deliver data about the aircraft to a real-time system that processes the
information and displays results to the pilot. It has to issue warnings in critical situations and
react autonomously[DBB'88] if the required reaction time is smaller than that of the pilot.
Still, in such a hard real-time system the overall performance requirements are astonishingly
low: event rates are in the range from 10 Hz to a 100 Hz. The size of the system is limited,
mostly consisting of a main computer and a backup system. The amounts of data are in
the range of some hundreds of sensors[HLS97]. Although a challenging area for providing
deterministically behaving middleware it differs from the requirements of a scientific data
acquisition system. A data acquisition system for recording physics processes has to scale to
some thousands of physical entities. Object invocation rates will be in the range of 100 kHz.
Memory footprint to be not only predictable, but be small as well. Timeliness and jitter is
not so much an issue as good usage of the underlying network capabilities. Still, the real-time
efforts can serve as a first attempt to apply object technology in high energy physics DAQ
systems.

4.3.2 Application Areas

Figure 22 Three different ORB application scenarios in the DAQ system.
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Three aspects of communication have to be covered when designing an object oriented
data acquisition system for a large hadron collider experiment:

1. Readout Unit - Filter Unit communication. Data are requested by processing
elements. Intelligent memory devices act as servers for these requests. These servers are
implemented as real-time systems and will have to handle a cumulative object request
rate of 100 kHz from about 500 computing nodes.

2. Interprocess Communication. Tasks on the filter unit should be embedded into a
framework for ease of management. During the lifetime of the experiment they will
be exchanged. Therefore a communication abstraction that survives changes in tech-
nology (hardware platforms, operating systems, programming languages, generations of
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developers) has to be found. This communication layer must be lightweight, delivering
performance close to what is provided by the hardware subsystems.

3. Management of the Cluster. As the cluster is heterogeneous (real-time systems,
workstations, display stations) a management system is required that allows extensibil-
ity and platform independence. Management policies shall be freely definable so that
the system can be tailored to changing configurations.

Our work has to reflect all three deployment areas. In the following sections I will inves-
tigate if CORBA fits the first two issues. Omn the third issue I will elaborate a solution in
chapter 6.3.

We used TAO as a tool for evaluating a possible application of CORBA in the above
mentioned areas. A lot of research has been invested by the creators of TAO to document the
performance improvements that have been chosen in order to achieve scalability and efficient
object invocation. We are now interested in how the ORB performs compared to use of
the bare communication channel. We followed the development of the ORB over a period
of one and a half year. The following sections describe evaluations that have been made to
complete our picture of ORB performance. It seems legitimate to draw conclusions from these
evaluations as we are always interested in the performance relative to other approaches. Thus,
with better hardware and operating system support the difference will stay the same, giving
us an impression of the overhead that we have to pay to get an object oriented abstraction
of the communication subsystem.

4.3.3 Speed Measurements

Setup For comparing the speed of a state of the art CORBA implementation to low level
communication, we chose an ordinary workstation running a COTS operating system. The
throughput numbers represent application level results, obtained from communication over
the hosts backplane to avoid a systematic error due to measuring the network capacity instead
of the ORB performance. The hardware platform is not state-of-the-art anymore, yet suitable
for outlining the difference between the usage of CORBA and plain IPC channels. We used
a Sun SPARCstation 5 (70 MHz microSPARC 11 CPU, SBus system bus, 48 MB physical
RAM) equipped with Solaris 2.5.1. For generating traffic we applied the TTCP[Sla84] protocol
benchmark tool. For communication over sockets or pipes the tool was used directly. For
CORBA an appropriate implementation has been provided by ourselves. The benchmark
measures the end-to-end data transfer throughput in Mbps from a transmitter process to a
receiver process. Although in principle the benchmark supports measurements of different
data structures to be transferred, we only used it with byte streams. This has been done
in order to obtain the highest possible throughput rates. So we excluded any overhead of
data representation processing. This functionality is not needed for a closed environment like
ours and the hope exists that future ORBs will allow the exclusion of that part from the
core. For CORBA, we used the oneway call semantics that works without acknowledgement
on ORB level. The throughput has been measured on the receiver side. It has been assured
beforehand that the sender is always faster than the receiver so that pure ORB processing
time can be measured. For making measurements with data access, the TTCP benchmark
has been adapted: in CORBA data are delivered to the servant either in one chunk by value
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or by reference. The TTCP benchmark originally loops over the data bytes when accessing
them in the receiver. We modified this by copying the data buffer into a private variable
belonging to the user application.

Parameters An earlier study[GS96] showed that throughput is mainly affected by two
parameters: (i) transfer packet size and (ii) data buffer size. We chose not to vary the packet
size represented by the socket queue size (on Solaris 2.5.1 the maximum is 64 KBytes. This
value has been used throughout all tests). For TCP/IP transfer the performance increases
with socket queue size and over reliable channels, best performance is reached with large
socket queues. The data buffer sizes were incremented by powers of two, ranging from 1
KBytes to 1 MBytes. Each test has been carried out ten times. The curves fitted to the
measurement values depend on the median value of the samples. Buffer sizes are indicated
on the x axes of the plots, the performance numbers are plotted on the y axes.

Cross Check In order to have confidence in the consistency of the results, we also used
a second ORB. omniORB2 from ORL (Olivetti & Oracle Research Laboratory) is a lean
implementation of the CORBA2 standard[L.LP98, LR99]. In the version used for evaluation it
did not provide the Portable Object Adapter and concurrency mechanisms for the servant.
The version used for the tests is 2.2.0 from May 20th 1997. ORL was acquired by AT & T
in January 1999. The product is still being developed. We used it to cross check the results
obtained from TAO which are compared to plain I[PC communication. omniORB is freely
available.

4.3.4 Tests with the TCP Transport Layer

The first tests with an early TAO version were not very promising. As can be seen in figure
23, the differences between the two ORB implementations used are tremendous. After the
data in this test have been transferred, the receiver application accessed it. With direct access
to the socket interface, the application reaches a maximum transfer bandwidth of about 48
Mbps. The throughput increases with growing data buffer size as the ratio between protocol
information and payload gets smaller. With 1 KByte messages, TTCP gives a throughput of
10 Mbps per second. This is equivalent to about 1200 calls per second. omniOrb reached a
maximum of 11 Mbps at the maximum buffer size used. With 1 KByte messages performance
is 2 Mbps which equals about 245 calls per second. TAO in this version did not perform as
well. The maximum bandwidth was 2 Mbps with the largest transferred buffer. Dispersion
of transfer times with small packets was high.

The reason for the low performance of the early TAO version has been identified as lying
in the encoding/decoding of the data. The external data representation engine loops over
the single data pieces and transforms them from host to network representation at the sender
and back to host representation on the receiver. We applied some optimisations to this
version, but they did not improve performance very much: first, we reduced the amount of
host database queries (gethostbyname and similar calls); second, we removed some internal
data copying (memcpy) by replacing them with references. The overall improvement of these
modifications was 1 Mbps. We therefore aimed at optimising the encoding and decoding of
the transferred data. We modified the marshaling/demarshaling methods of the engine for
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Figure 23 Speed performance test using the TCP transport layer.
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the IDL sequence<> data type. If the sender and the receiver have the same byte order, the
data is just copied into an application memory buffer. Optimising either the sender or the
receiver already resulted in doubling the throughput numbers. Still, either the sender is slower
than the receiver or vice versa. Only if the optimisations are applied to both participants
can significant improvement be seen (see figure 24). TAO then clearly outperforms omniORB
for larger packets (peak throughput 40 Mbps). For small messages, 1 KBytes large, the
performance stays low with about 2 Mbps (245 calls/second).

In order to be comprehensive, we also exhibit the performance measurements without any
data access (see figure 25). The data are transferred from the client to the server process,
but are not copied into an application buffer. Here one can also see the slight improvement
that could be achieved with the optimisations concerning the address structure lookup and
the overhead of ORB internal copying of management data structures.

Finally, in figure 26 we can see that the performance of a recent version of the TAO
ORB is similar to the hand optimised early version. The depicted comparison comprises
ORB implementations from a time span of two years. To get a better impression of the
performance limitation induced by the ORB, we used a logarithmic scale for both message
size and throughput. Clearly for smaller parameter size we can see the difference to direct
socket usage. In parallel programming or control systems this use case is found more often
than the transfer of large messages.
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Figure 24 Speed performance after optimisations.
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4.3.5 CORBA with Pipes

As we are interested in using CORBA for gluing components on the same machine as well, we
posed ourselves the question of how the ORB performs when bypassing the network protocol
stack. We modified the core of TAO so that we were able to have communication based on
Unix named pipes. Their usage is similar to that of sockets, which spared us from making
major modifications to the ORB core. In figure 27 we see a performance improvement when
using an [PC mechanism other than TCP with sockets. However, the difference between
communication using an ORB and direct use of the pipe mechanism is similar to the difference
between raw sockets and communication with the IIOP protocol in the original ORB. We
also tried to optimise the usage of pipes in the ORB core by avoiding opening and closing the
communication channel each time an invocation is made. In fact, once two processes decide
to work together we keep the channel open until the reference to the ORB is set free. In doing
so, we gain performance for small messages (up to 1 KBytes). From 245 calls/second we can
go up to 365 calls/second which represents a slight improvement. It is worth noting that
the performance obtained from unoptimised communication over pipes is exactly the same as
measured with sockets. Thus, we do not gain anything for small messages when changing the
transport layer. This stems from the fact that the management overhead within the ORB
architecture is large and is even more revealed when going to a faster transport layer.

The number of messages that could be sent per second using pipes directly was 3660. This
was three times more than with sockets. We can see a direct comparison between usage of
sockets and pipes for the ORB core in figure 28. The scale on the x-axis is logarithmic in
order to show the difference for small messages in greater detail.
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Figure 25 Speed performance without data access in the servant.
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4.3.6 CORBA with Shared Memory

When relying on shared memory technology to connect computers, or accessing data from
several processes, it also becomes necessary that the ORB allows this communication means
to be taken into consideration. Making the ORB communicate over shared memory is no
longer a straightforward modification for two reasons: (i) the OMG architecture requires a
reliable connection oriented message passing layer that the ORB uses with the General Inter
ORB Protocol (GIOP). Therefore every used transport mechanism must provide functionality
which resembles such a service layer. (ii) shared memory lacks a significant quality that can
be found in every message-oriented environment: notification of the receiver whenever data
is ready. The first requirement can be met by wrapping the shared memory and emulating
a stream buffer to which a program can write and from which it can read. The advantage
of shared memory is that data do not have to be copied upon receipt of a message, but may
stay in the shared memory as long as they are used. ORBs generally do not reflect this fact
and thus the core has to be modified in order to follow a zero-copy approach. Providing a
notification mechanism is more difficult to realise. Even with synchronisation primitives like
mutexes or semaphores the ORB will not work, as the concept of an address is missing. A
certain minimum amount of information about the communicating participants has to be
exchanged before the shared memory can be used. This includes at least the identities of
peers and the memory region that is used for communication. We chose to implement the
Publisher-Subscriber pattern (see figure 29) with a Unix FIFO as a means for exchanging the
connection information between a sender and a receiver.

A receiver may subscribe to a number of shared memory regions. It specifies a pointer
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Figure 26 Different versions of the same ORB from a time span of one and a half year.
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to a method that is invoked whenever data is ready. A pointer to the data is passed as a
parameter to the invoked method. By following this callback approach, we avoid the overhead
of demultiplexing the incoming message to the right part of the program. When a sender
publishes data, it is copied into the shared memory and receiver is notified. The notification
includes the identification of the shared memory region and the length of the written data.

From the performance results in figure 30 we see that the application of a zero-copy
Publisher-Subscriber communication over shared memory outperforms other transport layer
choices for large messages. Comparing the performance using the bare Publisher-Subscriber
classes for communication with the performance of the ORB also makes the limitation of the
ORB clear: we reveal a saturation in throughput with the CORBA implementation because
the presentation layer engine in the receiver has to loop at least once over the incoming GIOP
message. The saturation is also visible when using pipes or sockets directly. These layers are
non zero-copy and therefore the receiver copies the message always into a buffer provided by
the application programmer. The memory access operation represents a natural upper limit
for throughput. Taking a closer look at the right plot in figure 30 we get a better impression
of what happens to small messages that are transferred using shared memory.

Summing up, we can say that shared memory communication with the ORB does not
perform well compared to the application of pipes. For each message sent over shared memory,
a notification of the subscriber that is registered for the memory region has to be made. This
notification is done by using a pipe. Therefore sending the small message in the pipe directly
gives better performance. Before we come to a conclusion from these tests, we would like to
shed light on another issue: scalability of the server.
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Figure 27 Performance of the ORB using Unix pipes for interprocess communication.
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4.3.7 Server Scaling Behaviour

Second generation CORBA implementations are designed with scalability in mind. In ear-
lier investigations it has been found that a major limitation of ORB performance and thus
scalability, is the time to associate an incoming request with the actual method that shall
be invoked[GS97b, GS98b]. After applying optimisations to this process, called demulti-
plexing, scalability to some thousands of different objects registered with a server can be
achieved[GS98c, POST99]. However, in DAQ systems the number of objects that are ad-
dressed by clients is not so big at all, although the client set might grow to a considerably
large quantity. In our case there will be in the range of 500 to 1000 clients per server (readout
units or filter units). For future distributed applications in the commercial world, such as
information or database centers, this number is comparable.

How does a CORBA server behave confronted by many requests from many different
origins? ORBs like TAO are dynamically configurable with concurrency mechanisms. So, the
ORB can be tuned to specific needs. We distinguish two different architectures from which
special architectures are derived:

e Reactive. On server side instantiation of a CORBA object it registers with the local
ORB. It is responsible for all incoming network connections. Upon receipt of a request,
the reactor pattern can be used to demultiplex the incoming byte stream to the right
connection handler[Sch95a]. After parsing the request, the target object is identified
and will be called back synchronously. This does not yet specify if the invoked method
will run in a separate thread or is executed synchronously.
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Figure 28 Performance of the ORB using sockets compared to pipes.
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e Multithreaded. There exist many architectures on how to effectively process and
demultiplex the requests exploiting parallelism with multiple threads[Sch98]. This is es-
pecially useful if the target machine provides several processors and the servants perform
processing that can be interleaved with network transfers. The most popular of these
approaches is to have one thread per accepted connection. All work for the requested
servant is done in a separate thread.

TAO offers configurations for both server types. However for the reactive server, no
unshared server implementation is provided. This means that the servant is always invoked
synchronously in a single thread when using the reactive model. The clients have to share
the same server execution thread, thus scalability of the server is bound to the computation
time of the servants. For tests we use null invocations, i.e. the invoked method does not
contain any further application code. As we are measure the upcall rate at the receiver side,
the maximal rate at which a single client is served is obtained by dividing the server side
measurement result by the total number of clients.

For the multithreaded approach, existence of multiple CPUs in a computer can increase
the number of calls per second. However, a price has to be paid for that: the server spends
more time in kernel mode as it is busy with context switching and synchronisation. Thus
less time is free for performing the servants application code. Measurements obtained from
a four processor UltraSparc server show that with 50 clients only 20 percent of the time is
spent in the application itself (see figure 32). In addition we see that the ORB itself spends
45 percent of its time in kernel mode when handling one client. This time consists mainly
of reading from the network. From this we can deduct that the difference between the 45
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Figure 29 Using the Publisher-Subscriber pattern for wrapping shared memory access.
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Figure 30 Performance of different transport layers used in an ORB core.
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percent with one client and the 80 percent at 50 clients is used for thread handling. Figure
32 also shows the memory footprint of a multithreaded architecture in the right plot. With
every connection some more management data structures have to be allocated. Although the
growth is strictly linear it might cause problems when going to thousands of clients and more
complex servant objects. More detailed information about concurrent server architectures is
given in section 5.6.

4.4 Assessment

From what we learned from the previous sections we conclude that the transport layer used
for ORB communication is not the limiting factor of the maximum upcall rate. Any mes-
sage based IPC mechanism other than sockets can be used to achieve a slight improvement.
Shared memory transport is not straightforward to include into the ORB core as the OMG
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Figure 31 Detail of the performance figure 30, right plot with logarithmic scale.

Throughput Performance with Alternative Transports
80 - - - B -

E— Shared Memory Wrappg
70k TAO SMOP i
—-—--  TAO pipes
- - - TAO socket

=

10 10*
Buffer size in Bvtes

architecture requires a connection oriented messaging layer. Wrapping shared memory into
such an interface causes loss of efficiency when exchanging small messages because of the need
for separate notification. When making intramachine calls with large parameter data it is rec-
ommended to separate control and data information: a method should be invoked using the
ORB with a parameter that represents a reference to a shared memory region. The receiver
can then access the data and operate on them without making a private copy. Concerning
overall performance, we conclude that CORBA in its current specification and available im-
plementations is not yet suited for intramachine communication or data acquisition systems.
Some of the reasons can be summarised as follows:

e Limited invocation rate due to ORB demultiplexing and presentation layer processing
overhead. Since with every upcall request received the ORB core has to process the
protocol as specified by the OMG, a natural performance limitation is given although
algorithms for selecting the requested servant do scale. The performed work includes
walking through the parameter list, data conversion and copying of the parameters
into the user application. A true zero-copy approach is hardly possible with CORBA
as the wire format of the object invocation and its parameters has to be transformed
into the concrete language mapping of the Interface Definition Language (IDL). This
mapping is standardised and has to be followed in order to be compliant with the
other ORB vendors. A study aiming at simplifying the wire format did not result in
significant performance improvement (2%) (see appendix A.1). In addition the standard
is violated. As long as certain ORB parts cannot be bypassed if they are not required,
the upper performance limit will not be broken.
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Figure 32 Overhead in ORB server caused by a thread-per-connection architecture.
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e Pluggable transport layer. Although choosing different transport layers did not result in

substantial performance improvements it is vital to have the possibility of exchanging
it. Data acquisition systems use dedicated networks to transfer data and control mes-
sages. These networks do not necessarily offer reliable connection oriented messages or
the Internet protocol stack. Although CORBA does not require IP addressing scheme
or the socket interface for communication we found it difficult to incorporate another
IPC mechanism. TAO in its current version provides better support for this approach.
Still, a major limitation remains: it is not possible to use several transport mechanisms
concurrently in a single ORB. This is a requirement for environments like data acqui-
sition, real-time or the embedded systems market. It must be possible for an ORB to
accept an incoming request on one kind of network and forward it or make subsequent
invocations on a different network. No current ORB to our knowledge provides this
degree of openness. This thesis does not offer a solution to this problem. Up to this
point, we could only identify the deficiency.

Degree of complexity. CORBA is a standardised architecture, yet no recommendation
on how it presents itself to the application programmer is given. Thus ORB implemen-
tations differ considerably in their programming interfaces. This complicates writing of
maintainable software, especially in multi-platform environments. The IDL mappings
to implementation languages aim to address this issue. As not all parts of the ORB
architecture are specified in IDL the products differ in their usage. It seems therefore to
be vital for future ORB implementations to have a standardised application interface as
well. Specification of the Portable Object Adapter with all the policies and parameters
is a step in this direction. Unfortunately CORBA does not have the notion of an object
adapter in the client. This prohibits uniform configuration on both the sender and the
receiver side.

Although not yet well suited for high performance interprocess communication or fast

control systems, CORBA provides features that credits it for other applications, namely the
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management of the computing cluster:

e Language and system independence due to the use of IDL for defining interfaces.

e Good performance for computing bound servants due to multithreaded operation of the

ORB server.

e Abstraction of location due to the use of portable object identifiers. As those can be
obtained through name services or traders an extensible environment and transparent
configuration management are provided.

We will explain the possibilities of CORBA for building a cluster management system in
greater detail in chapter 6.3.

Although we have to face the fact that current ORB technology is not suitable for deploy-
ment in high-speed data acquisition system, the object-oriented communication paradigm is
still applicable. It is a natural link between distributed object-oriented components. In the
next chapter, we present a custom toolkit for remote object invocation. We apply what we
have learned from the CORBA evaluation to shrink the performance gap between the appli-
cation and the bare communication channel. Furthermore, we have learned that we have to
take independence of the transport layer into consideration from the beginning on. Providing
efficient models for concurrent server architectures will also be an issue that is tackled in the
next chapter. It has to be included as we learned that the scaling of CORBA is also limited
by it’s concurrency policies.






Chapter 5

A Custom Implementation of
Remote Object Invocation

“Oh figures!” replied Ned.

“People can do anything they like with figures!”

“That may be true of business, Ned, but not in mathematics.
Listen to me. [...]”

Jules Verne, “Twenty Thousand Leagues Under The Sea”

ocating the main contributor to overhead is the key to an improved design of effi-

cient middleware. An earlier evaluation of CORBA showed that the main overhead

in ORBs is found in the server [GS98b] that has to decode and dispatch the mes-

sage before execution can take place. We therefore concentrated on a very light
mechanism for servers. Another crucial issue is to achieve independence of transport layers.
For this reason the model must allow for loose coupling between message exchange and ORB
parts. Application of communication components[Sch92] can help progress towards to this
goal.

5.1 The Receiver Architecture

A possible lean server architecture is outlined in C++ pseudocode in figures 35 and 36.
According to the trace diagram in figure 33 a thread (RequestHandler in the code example),
which may be borrowed from the main program, receives messages from the communication
link. At this point, a decision has to be taken concerning the used concurrency mechanism.
Either the message is immediately handled by a dispatcher, or it is forwarded to another thread
(theInvocationTask in the code example) using a queue for each task. This InvocationTask
gets the message from its internal queue. First it cuts off the operation identifier. Then it
obtains a pointer to the method that has to be called. A pointer to the parameter list is

65
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Figure 33 The call trace diagram of the server.
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passed with the activation of the servant skeleton. The skeleton must interpret this byte
stream correctly and forward the parameters to the servant implementation.

This model corresponds to a worker pool architecture. The solution in which the thread
that receives packages from the network directly makes the call to the servant can be either
used for a single threaded approach or for a leader-follower[Sch98] architecture. We will outline
this option in section 5.6. It is also possible to have only one queue between receiver and the
workers, but this degrades possible parallelism as more than two threads will compete for the
shared resource. We experienced that multithreaded servers must be chosen carefully in high
performance systems, as locking and thread switching can decrease performance. Therefore
a multithreaded architecture is favourable over reactive handling if tg,ec > tsyne + toswitchs
where tgge. is the run time of the invoked servant method, tgy,. is the time needed for
performing synchronisation primitives associated with passing the message to the destination
thread. toswiten i the platform context switching overhead. These last two values can only
be interleaved with the servant execution and are not present in reactive mode. Therefore
they have to be masked by the application programmer supplied code in order to improve
on the synchronous processing. The protocol used for encoding objects and methods onto
the message need not be standard in system like ours. We argue that in high performance
distributed systems it is quite justifiable to use non-standard approaches in order to meet the
requirements. Upper layers however should follow a unified interface. Such loose coupling
will allow the lower transport architecture to be transparently exchanged.

For this level we suggest a data transfer component that relies on a minimal protocol as it
can be seen in figure 34. The length of the incoming message constitutes an essential piece of
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Figure 34 Definition of a possible header used for a lean ORB implementation.

typedef struct {

unsigned long msglength; // length in bytes for the request
unsigned long vci; // virtual channel identifier
unsigned long msgldentifer; // timestamp or message counter
unsigned long callldentifier; // the method value to be invoked
unsigned long datal1]; // the first parameter word

} InvocationHeader;

information for every communication between two processes: knowing how much data have
to be received will allow the building of efficient message parsers. The length may include
or exclude the size of the header; it may be given in bytes, words or another unit. In any
case it allows the evasion of subsequent read operations in order to get the full message on
the lowest level. Next, an association between a sender and a receiver is needed. It may
simulate connection oriented operation if the underlying network services do not provide
such functionality. But it may also serve for other purposes: identification of the message
originator for logging, debugging, security and most important, efficient demultiplering. A
channel identifier consists not only of the originator, but also of the destination identification.
Thus the receiver can use it for figuring out if at all it needs to process this message. This
can be useful for implementing one-to-many communication. How is it now possible to use
such a virtual channel identifier (VCI) for efficient demultiplexing of a message? Suppose we
use ordinary programming interfaces such as sockets or TLI for interfacing to the network.
Then we would have to block on a select system call in Unix like environments in order to
determine, whether a file descriptor, i.e. a connection has data that are ready to be received.
The select call does not tell which connection is ready. This has to be determined by looping
over all established connections. An alternative is to accept each connection in a separate
thread and block on a read operating system call that takes the file descriptor associated
with the connection as an argument. Both approaches do not scale well when confronted
by several hundreds or thousands of clients. Therefore, we wish to apply a connectionless
protocol for environments like ours, in which we have to cope with the presence of many
originators. In the case of high level usage with operating system calls such as select, we
receive the message and extract the VCI information. This identifier can be used as a key in
a map for finding associated information on what to do with messages from this source. As
the VCI can easily be split into receiver and sender parts (e.g. 16 bit for the receiver and
16 bit for the sender in a 32 bit VCI field), selective operations with low latencies can be
implemented. In case of low level device access the VCI can even be extracted at this low
level. When matching it with a configuration table the message can be demultiplexed to a
process or thread at driver level directly. This early demultiplexing scheme provides further
performance improvement of communication software KSLB99].

Then, an identifier for the message itself is needed. There are several ways to implement
this. One possibility is to increase a counter or a timestamp. Another possibility to efficiently
use this field is the magic-cookie pattern|GJOO00], whereby with every invocation the message
identifier is supplied by the client. The server has to make a response in which the cookie is
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Figure 35 Pseudocode for the receiver.

class RequestHandler : Thread
{
public:
RequestHandler (int number0fTasks, IPC* stream)
: maxTasks (number0OfTasks), theEndpoint(stream)
{
theInvocationTask = new Thread[number0fTasks]; // Create a pool of threads

}

int serviceRoutine () // The serviceRoutine will run in a thread
{
int n = 0; // the id of the first thread in the pool
for (535) {
msgHeader = new InvocationHeader; // Get the invocation header
theEndpoint->recv(msgHeader, sizeof (InvocationHeader));
theMessage = new char [msgHeader->msglength]; // Copy the message
theEndpoint->recv(theMessage, msgHeader->msglength); // to a working buffer
theInvocationTask [n]->PutQueue (theHeader, theMessage); // Forward to worker
n++, n = n % maxTasks; // Round robin assignment of message to threads

private:
InvocationHeader* msgHeader; // header of the method invocation
charx* theMessage; // buffer for the incoming message
IPC* theEndpoint; // pointer to a network stream
Thread* theInvocationTask; // the thread pool
int maxTasks; // the number of threads in the pool

returned to the client. This technique can be used to build reliable protocols over unreliable
channels. Duplicate or out of order messages can be detected.

The call identifier is the information that contains the purpose of the message. It allows
the receiver to dispatch the invocation to the requested method. An example is to encode the
idcan = (idovjects idnrethod) tuple into an integer and to add the parameters and parameter
meta information directly after this identifier. Combination of object and method identifier
allows to efficiently demultiplex the invocation request in one step. It is no longer neces-
sary to find the object first and later resolve the pointer to the method with the help of
data structures that are local to the object. This approach can be found in first generation
ORBs[GS96, CHY198]. Instead a common data structure holding information about all ob-
jects and methods is used. This does not imply that the servant class has to be instantiated
already before invocation. Instantiation can also be done on demand, as the invocation tuple
identifies a servant class, not a specific servant instance. Still the problem persists of how
to identify different instantiations of a servant class. All this can be encoded into the single
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invocation tuple as well. We do not want to present the complete architecture as it has been
implemented (see also appendix A.2). We simply shed light on possible design choices and
feasible ways of implementations. One of several choices is to split up the object identifier
into several regions: Using a 32 bit integer, 8 bit could be used for encoding the object type,
8 bit for the method in the object and the remaining 16 bit for the instance number. If the
instance is set to zero, it is the object adapters task to create a new one and assign a valid
identifier to it. 8 bit for encoding the object type gives us 256 possible servant classes per
process. This is a reasonable number. Also, only a few classes have more than 256 meth-
ods. However it may be important to manage a large amount of concrete objects. This is
the case in physics applications where we have to deal with a large number of data objects
(e.g. crystals in a detector, electrons in a space-time volume). Clearly there is no limit on
sliding these boundaries or using other, maybe larger data types for encoding. The essential
approach however is to encode these three items, servant id, method id, instance id into one
atomic entity for efficient processing.

Concerning the upcall parameters, it is the skeletons responsibility to extract the infor-
mation and forward the parameters to the implementation. Doing so allows precompiled
demarshaling routines. Their advantage over an interpreted approach in the ORB core is
faster “digestion” of this information. As a disadvantage we encounter increased code size
due to the static method encoding/decoding routines. There are only two cases that have
to be distinguished when encoding data types into the payload: (i) single entities and (ii)
sequences. It is not necessary to encode the number of parameters into the message. As
the skeletons pick the data from the stream they know how many parameters they have to
process. So for single values the data can be streamified on the client side and put into the
message directly; for sequences it is necessary to add the number of elements in the sequence
just before the first element of the list. Depending on the environments needs, the parameters
may be encoded into some machine independent format. This task can be performed in the
stubs and skeletons in order to keep the ORB core small and efficient. The idg,; can be
looked up in an automatically generated object table; how the table is implemented need
not to be specified. If there is no need for storing several instances of a servant class, but
there is only one object per class, then an ordinary array is sufficient. This table enforces
static binding of the clients to the servers. In other cases when dynamic modification of
the object/method table is needed, a map or a hashtable can serve for storing the (object,
method, instance) triplets efficiently. A precompiler may generate automatically consecutive
numbers for the tuples, representing table keys for the operations defined in IDL. On object
instantiation the stubs and skeletons produced from the IDL definitions store the pointer to
the operation in the table using the operation indices. Retrieval is just a matter of access-
ing the array with the previously generated idc,y. Such O(1) algorithms are scalable. It is
however not possible to add more classes to the server dynamically, because the identifier for
each type is determined during the precompilation phase. Skeletons inherit from a common
base class (see example 37). They have an entry point for each operation which is called from
the InvocationTask service routine. A pointer to the location within the received message
at which the call parameters start is passed. These have to be decoded and passed to the
concrete server implementation. Instances of the servant are held by each skeleton. Doing so
allows efficient implementation without using inheritance or virtual function calls.
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Figure 36 Example code for the InvocationTask.

// Declare a pointer to a member the base class for all servants.
typedef void (SkeletonBase::* MemberPtr) (void *);

class InvocationTask : Thread

{
public:
InvocationTask() { // Start the serviceRoutine thread(s) }
PutQueue (InvocationHeader* header, char* message)
{
// as the thread pool is defined as an array of InvocationTask
// the private member Queue is local to each single thread.
theQueue.put( (void*) header );
theQueue.put ( (void*) message );
}
void* GetQueue() { return theQueue.get(); }
int serviceRoutine()
{
for (55) {
header = GetQueue(); // Get the next message from the internal queue
message = GetQueue();
ParseMessage (header, message); // Extract call id and the parameter list
// Look up the operation
// Create an instance if requested
if ( (header->callldentifier &% InstanceMask) == 0 )
ptrToMethod = OA.Instantiate(header->callldentifier);
else
ptrToMethod = 0A.operationTable [header->callldentifier];
// Pointer-to-Member operator usage. See r.5.5, p. 502, B. Stroustroup:
// The C++ Programming Language, 2nd edition. Call to the skeleton.
(ptrToObject->*ptrToMethod) (ptrToParameters) ;
delete header, delete message;
}
}
private:
Queue theQueue<void*>; // for storing messages
ObjectAdapter 0A;
MemberPtr ptrToMethod;
SkeletonBasex* ptrToObject;

InvocationHeader* header;
charx* message;
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Figure 37 An example for a servant skeleton.

class ExampleServantSkeleton : SkeletonBase
{
public:
ExampleServantSkeleton (ObjectAdapter* 0A)
{ // Binding of object to operation id created by an IDL compiler.
OA->operationTable[idAnOperation] = this->AnOperation;

}

void AnQOperation (void* ptrToParameters)

{ // Extract the character string parameter from the message stream
char* stringParameter = ...
concreteServant.AnOperation(stringParameter) ;

}

private:
ExampleServant concreteServant;

};

5.2 Client Architecture

The client is designed to be very simple. It just compiles the call signature and the parameters
into the message buffer. In order to be flexible in choosing the transport layer, a generic
endpoint is passed to the object. It represents a reference to a component that comprises
all knowledge to perform the data transfer. Here we see a strong argument for an object
adapter on the client side. If a client desires to invoke objects not only over various transport
layers, but also wants to specify qualities of service such as avoidance of data conversion or
security operations, an object adapter becomes necessary. The same client stub can then
be used with different object adapters at the same time. The endpoint acts as a handle to
an IPC channel. The only requirement for this communication wrapper is a public interface
with standardised methods such as those outlined in figure 38. In fact there is not even
a need for different interfaces with connection oriented operation or reliable transmission.
These features can be implemented in other classes applying, for example, the Acceptor and
Connector patterns[Sch97]. Reliable transfer over unreliable channels can be implemented
inside the component and should be transparent to the user.



72 CHAPTER 5. REMOTE OBJECT INVOCATION

5.3 An IPC Channel Interface

Figure 38 A class definition of an interprocess communication wrapper

class IPC

{

public:
int open (Address* localAddr, Address* remoteAddr);
int close (void);

ssize_t recv (void *buf, size_t len); // get len or less bytes

ssize_t recv_n (void *buf, size_t len); // get exactly len bytes

ssize_t send (const void *buf, size_t len); // send len or less bytes
ssize_t send_n (const void *buf, size_t len); // send exactly len bytes

int set (QoS* quos); // set quality of service parameters

int get (QoS* quos); // get the current quality of service parameters

There are some advantages in designing a narrow communication interface: first, the lifetime
of software projects, especially in research areas like high energy or plasma physics grows
continuously. Such projects are often designed for time spans of a decade. Within such scales
upgrades will be done several times and a standardised, yet simple interface is the only way
to provide ease of maintenance. Second, the systems are built several years before going into
operation. Technologies are chosen for prototyping that may be different from those, which
are used in the production system. The interface allows transparent replacement of the lower
level. Third, if implemented as a component[PS96] it enables us to use any byte transfer
mechanisms: streams or discrete messages, connection oriented as well as connection less.
Details, like how to open a channel can be hidden from the application layer. The interface
outlined in figure 38 is narrow yet sufficiently flexible. When opening a channel between
two nodes, two addresses have to be passed. We suggest to having a base class from which
concrete addressing schemes as used in the Internet or FibreChannel domain can be used. All
data transfer, whether connection-oriented or connection-less, datagram or stream-oriented
can be unified to a byte stream oriented mode of operation. For receiving messages, at most
two calls are needed. Omne that returns as soon as data are available (recv), and one that
returns the control back to the application only if the required amount of data are consumed
(recvm). For sending, equivalent functions shall be provided. Even in presence of fixed
sized datagrams we can show (see section 5.7.1) that such byte stream semantics can be met.
General set and get operations allow to access management data structures. They should not
grant access to embedded functionality directly, such as flags that can be set when using the
socket interface. Instead a common data structure for specifying qualities of service (mode of
operation, protocol settings, network specific attributes) should be provided. Following this
principle, even exchanging of the chosen data transport architecture might allow qualities of
service parameters to be used at a higher level.
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5.4 Performance Evaluation

For evaluation we implemented an embryo called DOIT (Distributed Object Invocation Toolkit)[Gut98].
It has been tested with three architectures: (i) UNIX shared memory, for emulating reflective

memory [Boh97] which is commonly used in high performance distributed control systems,

(ii) UNIX named pipes, and (iii) sockets with TCP/IP. For comparison with a CORBA
implementation we chose again TAO, the CORBA implementation which we have evaluated

before. TAO is bundled with the ACE network programming toolkit. We use ACE for our
implementation, too. The main part of a fully functional tool, an IDL compiler that auto-
matically generates the stubs and skeletons has not been implemented. The statistics have

been obtained from runs on a two processor Sun Ultra2 (200 MHz, 252 MB RAM, Solaris

2.5.1). For sockets we used the loopback interface.

5.4.1 FIFOs

Figure 39 Comparison of interprocess communication with FIFOs.
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We are mainly interested for using remote method invocation in low latency control system
environments. Therefore we chose deliberately small, ten byte long messages as method
parameters. The concrete server code does not touch the parameter. It is however read from
the network interface card and put into a private buffer for the method. The highest rate
at which we could receive messages using named pipes directly on our platform was 75 kHz.
When using a small object invocation scheme on top, the additional processing overhead
allows an upcall rate of 52 kHz. This result has been obtained by doing object dispatching
in the same thread as receiving the message. Compared to a CORBA implementation, which
would use sockets for intramachine calls, the performance is 30 times better.

Figure 39 shows the overall processing times split up into user and kernel space times.
The user processing time is always displayed separately in the pie charts. The absolute
upcall rates are given in brackets with the figure titles. The left one shows communication
interfacing to FIFOs directly. The right one shows the performance achieved with our object
oriented method invocation layer based on FIFO communication. We see that the overhead
is dominated by dispatching (5.8usec on average). Using the active object[L.S96] approach,
which allows several dispatching threads to work interleaved, we reveal (Figure 40) that
the overhead of thread switching and queue synchronisation has a significant impact on the
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performance. Using the implementation from the ACE toolkit [Sch94], we obtain an upcall
rate of 10 kHz. With an implementation that makes less extensive use of synchronisation
primitives, we can reach 30 kHz (depicted as FastAQ in figure 40). The percentage of time
spent in the recv system call is much higher than when using the ACE implementation of the
active object (46% versus 29%). The amount of user space processing shown as a separated
sector represents again the dispatching overhead. At 16%, it is very close to the value shown
in figure 39, right plot (14%).

Figure 40 Comparison of two different Active Object implementations.
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5.4.2 Sockets

In order to make a direct speed comparison of the upcall rate between a lean architecture
and a CORBA implementation, we have to provide an implementation that uses TCP/IP
communication. Communication using sockets is characterised by much higher latency than
message passing using FIFOs. In figure 41 we can see that the lightweight toolkit performs
10 times better than a complete Orb (1.7 versus 17 kHz). In addition, it shows behaviour
close to raw sockets (97%) which have been measured with the TTCP [Sla84] benchmark.
Again, most of the overhead goes to dispatching. The Orb also spends a small fraction of
time in polling the socket as the sender cannot fully saturate the receiver all the time. Here
there is still room for further improvement. However, due to the Internet Inter Orb Protocol
(ITIOP) and presentation layer overhead, a performance closer to channel speed is not likely
to be reached soon with complete CORBA compliant ORBs.
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Figure 41 Comparison of socket communication, CORBA and the OO toolkit.
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5.5 A Component Performance Model

So far efficiency of the implementation has only been shown by giving measurement re-
sults. These results are bound to the hardware from which they have been obtained. If
we want to give the application implementors the possibility to choose between different com-
ponents, e.g. for implementing a concurrent server strategy, we have to have an abstract
way of describing the efficiency of a software component. Unlike profiling oriented perfor-
mance comparison[ABD197] or criteria developed for parallel computing[CKP93], we focus
on asymptotic behaviour. Indeed, a model based on processor cycles would allow more de-
tailed comparison, but it is too tightly coupled to the implementation platform. Furthermore
the model should be capable of for capturing performance characteristics of a wide spec-
trum of software, not only of communication components. Thus we allow some inaccuracy
to be able to compare software components independently of their concrete mappings to
operational platforms. The developers of the Standard Template Library[SL95] use the O
notation[Knu73, pp. 104 112] to describe the complexity of the algorithms contained in the
library components. As STL is gaining ground in every kind of application domain, we de-
cided to adopt this metric and apply it to components in general. When analysing programs,
we observe that they can grow in #ime and in space. Important contributions to run-time
are the algorithm’s complexity and the number of times a service provided by the operating
system is involved[KEG'97]. Hence, we split this complexity property into these two parts.
What concerns space, we will supply the memory consumption for every component. Memory
usage, however, is not only a factor that has to be observed when aiming at resource efficient
operation or deterministic scaling behaviour. It also affects execution time, as memory band-
width is limited[EBBV95]. Numerous works[KP93, KP96, GS96, T1.93, PL.C95] have pointed
out already that reducing the value of this property is a powerful line of attack for achieving
efficient data transfer. If data copying is involved, we can deduct that a component exhibiting
O(2) memory consumption behaviour, i.e. two data copy operations are involved for each pro-
cessed element, will perform less efficiently than a O(1) component. Sometimes however, the
less efficient case might be the only possible solution to implement the component. Summing
up, the parameters of the proposed model[GJO00] comprise the following values:
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Parameter | Description

Algorithmic complexity given in O notation. Reduction of
Al the O term should not be applied extensively, e.g. if the
complexity has a constant upper limit, but the number of
steps involved is n, then O(n) shall be given.

Overhead of system services involved in the components op-
erations. This covers issues such as concurrency control,
Sy context switching or IO operations. O denotes upper bound-
ary of system service usage. The property can be omitted if
such services are not used.

Total memory consumption exhibited by the component
Me needed to deliver its service. In general the asymptotic rep-
resentation might not be sufficient. Similar to the Al param-

eter, no simplification of the O term shall be performed.

Asymptotic complexity assessment alone will not be sufficient for efficiency description.
We will continue to give performance measurements which serve as a basis for more detailed
comparison on specific platforms. We apply the model to describe the performance of different
concurrent server architectures in the following section.

5.6 Concurrent Server Architectures

Figure 42 Concurrent server architectures. From left to right: thread-per-request, worker-
thread-pool, leader-follower.
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Multithreading allows operations to execute in parallel if the target hardware platform sup-
ports multiple CPUs. This technique allows also to interleave data transfer with program
execution and thus mask network latencies] CKPT96, JFL98, Sch98]. Multithreading offers a
more comfortable programming paradigm than forking processes, as all threads can share the
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off-stack memory of the program[Bir89]. Each thread executes on a separate call stack with
its own local variables. Threads are a light weight concept that spare the operating system
several time consuming management operations. Their creation time is for example much
smaller than that of UNIX like processes. Although the concept invites the application of
ad hoc implementations of concurrent servers, it hosts a variety of possible pitfalls. As with
every parallel program that has to share resources, synchronisation has to take place. These
operations will decrease the degree of parallelism that is gained by multiple threads. Another
source of overhead is thread creation. Although spawning a thread is 10 [TRG'87] to 100
times [GL.C99] faster than the creation of a full process in a modern UNIX operating system,
performance can suffer significantly if it is performed extensively and uncontrolled. Switching
between threads is not a very time consuming operation either, but in the case of many threads
it can have an impact on the systems performance. Every time a thread becomes scheduled
to the CPU it has to determine if the resource it is waiting for is already free. If this condition
is not true it will yield the processor to another thread. Confronted with a large number of
threads the condition will be false for a substantial number of scheduling attempts and the sys-
tem will loose valuable processor time to context switching related actions. These effects have
been seen in real-world applications such a multithreaded Web server architectures[FGC*97]
as well as isolated configurations for performance measurements[JFLI8|. Several architectures
for multithreaded servers have already been proposed[Sch98]. Out of these we investigate two
and have a closer look at their performance to get an impression of how big the effect in
choosing a multithreaded architecture can be. Before we report on the obtained results we
give an overview of the existing approaches and classify them according to the AlSyMe-tric.

Thread-per-request This server[SV96a] spawns a new thread for each incoming message
that has to be handled. Several variations of this scheme exist. Thread-per-connection accepts
a connection and after spawning a thread reads the messages in the thread that is associated
with this connection. The original model reads the data in the main thread and only performs
the servant processing in the dynamically created threads. A thread-per-servant architecture
would associate a thread for each class type that can be invoked by a client. The key property
of all these approaches however, is that threads are spawned on demand, whenever data is
sent by clients. The algorithmic overhead is for all related server architectures dependent
on what the dispatcher does to identify the servant. For CORBA and alike object commu-
nication toolkits the overhead induced by the algorithms is at least in the order of O(N),
as the incoming request has to be parsed. This involves decoding of the operation and its
parameters as well as forwarding these pieces to the concrete servant implementation. For
the Sy parameter, the thread-per-connection model exhibits O(1) + O(1) + O(N) overhead.
The constant part comprises the read part of the message and the creation of the new thread.
The linear portion contains thread management which increases with the number of accepted
connections. This represents an estimation of the overhead. The exact amount of processing
that is induced by thread scheduling depends on the scheduling algorithm. A linear estima-
tion comes close to our observation (see figure 32). For each new thread additional overhead
is introduced. Interdependencies of threads do not exist. This is also true for the memory
requirements; thus Me can be estimated to be in the order of O(N) as well. Our measure-
ments confirm this assumption. In figure 32, right part, the basic memory requirements for
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the thread-per-connection model of the Orb under evaluation is depicted. Due to the lack
of an upper bound in thread creation the performance of this model can be very low if the
server is flooded with client requests. This effect can be seen in figure 43 (leftmost bar in both
plots). As processing of the requests is interrupted very often when many threads have to be
scheduled, the total processing time, shown in the right plot of the figure, for both the kernel
and the user time, increases. Thus the upcall rate depicted in the left plot decreases. Short
duration services will not benefit from this model. It might however be useful for interactive
services which do not establish and close connections too often.

Worker thread pool [SV96b] Thread-pool models are the second large group of concurrent
server architectures. Unlike in the one described above the number of threads in the server is
predefined. Still, more connections than worker threads can be accepted. Incoming requests
are forwarded to the workers using queues. Whenever the system has enough processing
resources to fulfil the request the thread reads from its queue. Due to the finite number of
threads the scheduling overhead remains constant. As the number of acceptable connections
is still unlimited, there is additional processing involved in determining which connection has
data ready. This overhead grows linear with the number of connections (figure 43, rightmost
three bars in the right plot). The basic amount of processing is however much smaller than
that of the thread-per-connection model. So the Sy parameter becomes O(N) + O(1) with a
growing number of clients. The measurements were carried out with a single fast client that
saturates the server. By performing this test we can only give basic performance differences
but we cannot visualise the growing overhead of the Sy parameter with the increasing number
of connections. The memory requirements for this scheme are constant, i.e. Me = O(1), as
the threads are created upon server initialisation. The proposed architecture performs well
in presence of short duration services and if the amount of data sent to the server is not too
big. Attention has to be paid when choosing a queue implementation between the message
acceptor and the worker threads, as extensive locking can jeopardize the advantages of this
architecture. This effect can be seen as well in the evaluation of the custom distributed object
invocation toolkit in section 5.4.

Leader-follower [SMFGGY8] is derived from the worker thread pool model. It aims at
avoiding the overhead of identifying the connection with pending data and forwarding the
data to the worker threads. In order to do this only one thread in the pre-spawned pool
accepts a new connection. All others are blocked, waiting on thread associated mutexes to be
released. As soon as a connection is accepted, the leading thread will release the next thread
in the chain. This one is now ready to accept a new connection. So all system overheads
are constant as well. Sy = O(3), one operation for acquiring the mutex, one for reading the
data and another one for releasing the mutex of the subsequent worker. The performance
comparison in figure 43 (LF denoted bars) shows that with different thread pool sizes, the
kernel space processing time stays constant. Unfortunately this model does not allow to
accept more connections than the number of threads in the worker pool. So it is an ideal
model for connectionless operation or services with limited processing times.
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Figure 43 Comparison of three different server architectures under heavy load condition.
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Different ORBs tend to implement different architectures and in general it is not possible
to reconfigure them. This complicates the presentation of an objective comparison. The
tests that we performed to outline some key performance figures of the architectures have
been done by providing a server performance testing component. The obtained properties
are outlined in table 6. For the sake of completeness the reactive model that does not make
use of multiple threads is included as well. By adopting a component performance model we
do not only become independent of conrete ORB implementations, but also gain flexibility
when applying the results of the evaluations to other domains, like Web servers. Those have
to cope with problems[FGCT97] similar to the ones we face in data acquisition. They have to
handle a large number of clients and requests are small messages that trigger some processing
action which must be performed with highest possible efficiency.

Model Al Sy Me || MT Performance | Determinism
Reactive N N 1 n/a +
Thread per Request | N |24+ N | N —— -
Worker Pool N | N+1 1 + +
Leader Follower N 3 1 ++ +

Table 6: Compilation of the performance properties of different concurrency models.

5.7 Optimised Interprocess Communication

In section 5.3 we have cast light on the advantages of a software component for data transfer.
Components that are characterised by offering a service through a clean interface[PS96],
allow to the smoothing out of differences that exist on lower levels. A multilayer architecture
based on components has however the disadvantage that it causes an unpredictable system
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performance if the components behaviour is not known[JS97]. As an effective remedy to the
problem of changing operational behaviour when replacing components we propose to give
performance descriptions for each component. This does not only help to come to a more
transparent system architecture, but also assists in finding lines of attack for optimisations.
Components encapsulate a single functionality. Thus they allow the component designer to
provide highly efficient solutions for performing a task without interfering with other system
components. The boundaries are sharp and clearly defined. If a performance description
of each component in the system can be given, bottlenecks can be localised more easily.
Neither the service that is offered by the component changes, nor the way it is used if an
optimised component is provided instead of the original one. Contrary to the assumption
that a multilayered model leads to more overhead than a flat design[HvR96], we had to learn,
that the layered design is not at all related to the efficiency of a system. As examples we
give two approaches for an interprocess communication component as it can be used for
a distributed object invocation toolkit. Such component offers the service of byte stream
oriented communication, regardless of the communication mechanism on which it is based.
For prototyping and development the simplest usable technology can be used. As evaluations
in sections 4.3 and 5.4 have shown, performance of distributed objects middleware can vary
when using different communication means. The communication middleware shall be capable
of using the data transfer layer that provides a good performance for the given use case.
The choice might be a different one for performing object invocations between two different
physical machines or between two processes on the same machine. We outline two examples
that demonstrate the advantages of component based software engineering when applied to
systems with high performance requirements.

Figure 44 Interchangeable UDP components: traditional and zero-copying.
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5.7.1 Zero Copy Components

When prototyping a new system, we aim at using the simplest available technology for per-
forming communication. A solution that is offered on a broad variety of operating sys-
tems and hardware platforms is the IP protocol stack. Encapsulating the TCP proto-
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col, the communication components become not more than a wrapper. Using a datagram
oriented protocol[Ste98] like UDP however makes it necessary to provide a byte stream
abstraction[Rit84]. Adding a ring buffer that allows data to be sent and received at arbitrary
lengths makes the component more complex, but allows transparent replacement without any
changes in the surrounding software system. Both the IP stack and the ring buffer require
that the data are copied. This performance overhead can be described by giving the AlSyMe-
tric properties of such a component. The algorithmic overhead is O(N). The length of the
basic transfer entity is fixed, hence the component has to iterate over the data that have to
be sent and place them into several messages. When receiving datagrams it must put the
messages into the ring buffer, from which the application can read them. The overhead of
the system calls is therefore also O(N), as the operating system is involved as often as the
algorithm reads or writes data. Concerning the use of memory buffers, we can identify two
buffers that are used. For incoming data a preallocated ring buffer is provided. In addition,
the application programmer has to pass a second buffer with the message to be sent or for
the message to be received to the component. Therefore the Me property is O(2).

Figure 45 Performance difference of the default versus the optimized UDP component.
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When moving from prototyping to a system integration phase, we leave the desktop en-
vironment behind us and let our software run on a real-time operating system. We provide
another implementation for the communication component that is capable of making use of
zero copy buffers that are available on the new platform. Both the ring buffer used for gath-
ering incoming datagrams and the buffers provided by the user are just pointers to memory
that is allocated by the operating system and provided to the application. When recalculat-
ing the properties of the component performance model, this only has an effect on the Me
quantity. As depicted in figure 44 the data received by the component are not passed through
all processing layers, but only their identifiers are forwarded. Therefore the Me property
becomes O(0). This difference can be seen when performing measurements of data transfer.
From the metric properties we expect a growing performance difference between the ordinary
implementation and the zero copy approach with increasing data sizes. This originates in
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the fact that the algorithmic overhead involves O(N) data copy operations. The longer the
messages are, the more time will be spent in a single data copy operation. Now these copies
fall back to cheap pointer passing operations. The effect is indeed documented in the charac-
teristic figure of the component (see figure 45). The benchmark consists of a roundtrip time
measurement, performed at the sender side. The left plot depicts the increasing latency with
growing data length, whereas the right one shows the effective bandwidth. All measurements
have been carried out on PowerPC MV2304 platforms running the VxWorks 5.4 operating
system. The network was a 100BASE-T Ethernet connected to a dedicated 3COM switch.
The glitches at packet lengths equivalent to multiples of the Ethernet packet size stem from
the high overhead of handling an additional package that has only very little payload.

Figure 46 Latencies with streams used for data transfer between VME and PCI memory.
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The price that we have to pay for the increased flexibility obtained by object-oriented
components is small. It can be best seen when performing low latency memory accesses with
fine granularity. An example is shown in figure 46. It outlines the time needed to make a
short data transfer from a memory module in a VME bus crate to main memory of a PCI
bus based microprocessor board in the same VME crate. The set up is shown in the left part
of the figure. A DRAM module is plugged into a VME bus crate. A microprocessor board
(MVME2306) hosts a PowerPC processor and a Universe VME/PCI bridge that performs
DMA data transfer from VME to the memory on the processor board. The smallest possible
amount of data that can be transferred in the given configuration is 8 Bytes. The highest
efficiency can be achieved when using the primitives provided by the VME-PCI bridge chip
vendor directly. Some price has to be paid when providing a DMA copy operation as a C
function call. Wrapping this call into an object oriented stream component adds only a little
additional overhead. In total the difference between the bare interface to the chip and the
high level stream component is 1 usec. From the plot we can see that the overhead is constant
for all data sizes.
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5.7.2 User Level IPC

Figure 47 Interprocess communication bypassing the operating system.
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Middleware products for distributed computing offer the application designer transpar-
ent access to objects, regardless of their physical location. The middleware has to choose
the appropriate communication means to delegate the clients messages to the servant ob-
ject. These objects do not necessarily reside on different physical CPUs. Sometimes they
are mere different processes on the same machine. In that case the software component that
undertakes the actual task of performing the communication must provide good performance.
Replacing the IIOP strategy found in many ORB implementations by some other IPC mech-
anism already improves performance a little (see also section 4.3.5). Data movement across
user-kernel boundary, synchronisation and context switching have however major impacts
on interprocess communication speed[SS99]. Although it is such a basic concept, included in
many commercial-off-the-shelf operating systems, no real efficiency advances can be seen when
regarding the development of IPC mechanisms over time[Lie93]. By approaching this problem
using software components we are able to shield the programmer from low level details and
still allow fully transparent optimization. Adopting the idea that drove the development of
multithreaded architectures, i.e. light weight access to common data structures, we can im-
plement a message queue outside the scope of the operating system[BALL91, EKJ95]. Again
the goal is to provide a byte stream data transfer component with first-in-first-out semantics.
Messages can be sent and received whole or in pieces. If the channels capacity is exceeded, the
message may or may not be handled by the component. For the concrete implementation, we
let the sender perform a busy wait operation until the IPC component has enough space free
to take the message. The receiver is only blocked if there are not enough data in the queue to
be read. As we will see later, these two cases are the only ones in which an operating system
call for process synchronisation has to be involved. The light weight component is compared
to System V message queues in order to give an impression of the overhead introduced by
extensively using operating system services (see figure 47 for an architectural comparison).

Producer The pseudocode for the producer is shown in figure 48. First the writer tests
if there is enough free space in the ring buffer placed in shared memory between the two
communicating processes. qLength denotes the capacity of the queue. size is a variable that is
placed in shared memory to holds the amount of bytes that are currently stored in the shared
queue. It is not necessary to synchronise the access to this shared variable here. Rather
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busy-waiting is performed, until there is enough free space. To copy the message into the
queue, we use a variable called free. It determines how many bytes can be written in one
shot. It is the number of free bytes measured from the current writing position to the end
of the queue. The queue simulates a ring buffer, and the index pointing to the next free
place is adjusted after the write operation. Now the shared variable that holds the number
of bytes in the ring buffer can be updated. This access represents a critical section. Any
kind of mutual exclusion algorithm can be used for this task, e.g. Pettersons or Dekkers
algorithms[Sta92]. For the implementation that served as a source for the measurements in
figure 50 we used Posix thread mutexes that have been placed in shared memory between the
two communicating processes. They also implement a user-level mutual exclusion algorithm
based on spinlocks|[TRG'87]. If the time during which the lock is held is small, the process
will not be banned from the CPU, so that no context switch will occur. We experienced that
there is no significant difference in using a user-level algorithm or thread mutexes for this
task. When using a System V semaphore for this task, we measure a performance drop from
90 000 calls/sec to about 20 000 calls/sec in the worst case scenario. Finally the producer has
to test if the reader is blocking on an empty queue. To do this there is another shared variable
named toRead that the consumer sets if it decides to block. If the consumer is waiting the
producer will wake it up. It will then test again if there are already enough data to be read.

Figure 48 Pseudocode for the producer.

while qLength — size < mLength no-op;
free = end — current;
if mLength <= free do
copyData( queue|current|, message, mLength );
if mLength < free
current := current + mLength;
else
current := begin;
else do
copyData( queue[current], message, free );
copyData( queue|begin|, message|free], mLength - free );
current = begin + mLength — free;
endif
userLevelLock();
size := size + mLength;
userLevelUnlock();
if toRead = true signalCondition();

Consumer The consumer as outlined in figure 49 sets a shared variable toRead to true in
order to indicate its purpose for receiving data. This allows the producer to recognise that a
consumer is waiting and to wake it up if it is blocked on the empty queue. Then the consumer
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checks rLength to find out if there are enough data ready to be received. It will block on a
condition variable if the queue is empty. As soon as there are enough bytes to be read the
variable toRead can be reset. There is no longer any need for the producer to try to wake up
the consumer. Subsequently the consumer retrieves the data from the ring and transfers them
to the user supplied buffer receiveBuffer. Finally the number of bytes received is subtracted
from the shared variable that holds the amount of data in the queue. This access has to be
mutually exclusive with respect to the producer. We achieve this by applying a user level
algorithm.

Figure 49 Pseudocode for the consumer.

toRead = true;
while rLength > size
waitCondition();
toRead := false;
toEnd := end — current;
if rLength <= toFnd do
copyData ( receiveBuffer, queue[current], rLength );
if rLength < toEnd
current := current + rLength;
else
current := begin;
else do
copyData ( receive Buffer, queue|[current], toEnd );
copyData ( receive Buffer[toEnd|, queue[begin], rLength — toEnd );
current := begin + rLength — toEnd;
end
userLevelLock();
size := size — rLength;
userLevelUnlock();

Performance Before giving the measurement results of such a user level interprocess com-
munication component, we would like to determine its AlSyMe-tric properties. These can be
compared to the communication means provided by operating system. When encapsulating
a System V message queue into the component, the Algorithmic complexity of sending or
receiving a message is O(1). The same is true for the user level component. In the worst
case, two data copy operations have to take place, if the message has to be broken around
the queues end. If n messages are transmitted and received, the overhead can be written as
O(N). There is also no difference between the approaches in the Memory footprint. Both the
message queues and the shared memory queue require the ring buffer to be preallocated. The
messages to be sent and the buffer into which they are finally received have to be provided by
the applications. Therefore Me becomes O(1). There is however some difference in the usage
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Figure 50 Comparison of System V message queues and user level IPC over shared memory.
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of operating system services. Every time the System V message queue is used, a context
switch from the application to kernel and back will take place. Thus Sy becomes O(N) for
transferring n messages. For the user-level component the case is different.

If the sender and the receiver do not exchange messages continuously, the component is
synchronisation bound. The receiver has to block on the condition variable that indicates
that the queue is empty and the sender has to wake up the blocked receiver. This is also
the case if sender and receiver operate continuously, but the queue size can only hold one
message. The case exhibited in the right plot of figure 50 displays the performance when
transmitting 64 Byte long messages. All obtained results stem from measurements taken on
a two processor Sun Ultra2, 200 MHz, 252 MB RAM, Solaris 2.6. The left plot in figure 50
shows the efficiency of transferring 4 Bytes long integers. Still, the absolute performance is
better than with System V message queues, as we used a Posix condition variable that does
not necessarily enforce a context switch immediately. It rather performs busy waiting during
which the process priority is decreased until the process has to release the CPU. Another
advantage is that no data have to be moved across the user/kernel boundary which is a costly
operation[SESS97]. In the case of the queue being large enough to buffer messages so that the
receiver does not get blocked, there will be no context switch. The user-level synchronisation
does not cost a lot of time as it only wraps the update of the shared variable holding the
current amount of data in the queue. In this case we encounter the minimal system service
usage of the component. It is for n messages w(1), as the consumer will block on the condition
variable, before the first message can be received. The effect of this difference can be seen
in the right plot of figure 50. Another advantage of the user-level implementation of the
interprocess communication queues is that the ring buffer size can be freely chosen. For
modifying this parameter in the System V message queues, the programmer has to have root
privileges. In our evaluation we cannot see a difference in the efficiency for increasing queue
sizes, as the sender and the receiver work already in an equilibrated, non blocking mode as
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Figure 51 Performance decrease with longer messages and larger queue sizes in System V
message queues.
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soon as the queue size becomes large enough to buffer five times the 64 Byte message. If the
programmer however intended to transfer larger messages, data copying would take more time
and thus adaptation of the ring buffer size for minimising interlocking could become a more
important issue. The avoidance of context switching in the shared memory queue allows us to
send single words at a maximum rate of 280 kHz on our dual processor evaluation platform.
With System V message queues, we reach 50 kHz. The smallest chosen ring buffer size in
this case was 64 Bytes. We cannot see the performance drop of the user-level implementation
in the case of sender/receiver interlocking as a word fits several times in the 64 Byte large
queue. We can see that the performance of the operating system provided queues is indeed
bound to the kernel mode switching overhead. The performance drop when sending larger
messages is shown in more detail in figure 51. For the user-level queue, as it can be seen in
figure 50, this relative decrease is much bigger because compared to other overhead, memory
copy operations are more significant. The message rate drops from 280 kHz with words
to 240 kHz with 64 Bytes long messages. The smaller decrease with the operating system
queues shows that in this case the application becomes dominated by the operating system
overhead. We also found out a peculiarity about such message queues. With larger ring
buffer sizes, their highest achievable message processing rate decreases. We could up to now
not find a satisfactory explanation for this effect. When letting the queue size of the user-
level implementation go down to the message buffer size, the effects of synchronisation are
revealed as well. As with the use of a Posix condition variable that is placed in shared memory
between the two communicating processes, a kernel switch is not enforced at each call, and
so we see higher performance than with the native System V service. We also replaced the
Posix condition variable with a System V semaphore. In this case the performance drops
to 24 kHz in the interlocked case (not displayed in the figure). This is about half the rate
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of the operating system provided queues. The huge performance drop has to be accounted
for the higher overhead of semaphore operations. The difference of using the System V
primitives versus Posix mutexes to model a condition variable is shown in figure 52. When
using System V semaphores for letting the consumer block on the empty queue, considerably
more time is spent in kernel mode. Even the producer that has to wake up the consumer has
to switch to kernel mode more often than when using Posix thread synchronisation primitives
that are placed in shared memory between the processes. Basing condition variables on
Posix mutexes and using them between two physical processes is not possible in all operating
systems. It is forseen for the Posix thread package version 2. Solaris already supports this
approach. As a result of this work, we can see that it is quite possible to optimize inter
process communication on a multiprocessor platform without touching the operating system.
Furthermore these optimisations can be performed completely transparently with respect to
the application layer. The software component engineering concept supports this approach, as
the same functional behaviour, i.e. byte stream oriented communication, can be presented to
the programmer, regardless of the underlying communication concept. It is not only possible
to optimise for the special case, but also to use different components with the same behaviour
at the same time for different purposes. This facilititates the development of communicating

programs.

Figure 52 Time spent in kernel mode in the producer/consumer interlocked case with
semaphore and mutex based condition variables.
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5.8 Conclusions

A proof of concept implementation shows that it is indeed feasible to provide efficient object
oriented communication by inserting a lean middleware layer. It delivers performance close
to the underlying communication infrastructure of the application program. This is achieved
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by moving the majority of the protocol to precompiled stubs and skeletons and having an
efficient dispatching mechanism that fits the nature of the problem domain. Taking into
consideration that an application that uses ordinary message passing still has to parse and
interpret the received command, we gain consistency and ease of higher level programming
by using a thin object oriented layer. In order to provide fair comparison between different
software components that are involved in building software for DAQ systems, we presented a
performance model based on the O notation. It supports the application designer in taking
choices for building blocks of communication middleware. Such a heuristic approach alone will
in most cases not be sufficient to describe the actual efficiency of a component. Measurements
and graphical representations have to complete the picture. To improve the communication
between processes on the same machine, we were able to demonstrate that a user-level com-
ponent is effective. Performance gains up to a factor six can be delivered. The abstract IPC
stream component allows to operate independently of specific messaging layers. The custom-
made object invocation solution based on FIFOs performs about 30 times better than a state
of the art CORBA implementation that necessitates presentation layer processing and com-
munication based on the TCP/IP protocol. A direct comparison using TCP/IP as transport
layer still results in 10 times improved upcall rate. Such an approach becomes even more
important when moving to high speed network technologies like Myrinet [PLC95] where the
lowest message passing layers already provide communication with latencies of about 11usec
[CPL197]. With ordinary object communication tools the bottleneck is therefore shifted to
the receiver. Middleware software must be stripped down in order to exploit the benefits
of channel performance. We are of the opinion that in the presence of strong requirements
and a closed problem domain it is quite justifiable to use such non standard means. The
object oriented programming paradigm should not be violated. It provides more flexibility
then traditional library approaches and leads to an intuitive way of distributed programming.
A light weight implementation of a client-dispatcher-server pattern[SS96] can meet all these
needs.

Now, that we are equipped with the necessary tools for writing efficient data acquisition
components, we have to focus our mind on the management of these programs. Only if
all pieces collaborate we will be able to exploit the benefits of a large distributed system.
The problems that go along with configuring, running and monitoring a set of heterogeneous
processing nodes are sometimes non-trivial. We will learn about this in the next chapter by
having a look at what tools are on the market to support this task. Following this market
survey that is matched agains our system requirements, we will present a novel scheme for
controlling applications in distributed systems, to show that the task is feasibile if we obey a
single key idea: configurable policy objects.
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Conducting Clusters of Workstations
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n large processing clusters not only efficient means for intertask communication deserve
attention, but also the coordination of these tasks. Due to the number of concurrently
running applications system managment becomes a challening issue[AP97, FGC*97].
Programs do not only have to be installed and started, but also continuous steering
and maintenance actions are required. Diversity of the software that has to be controlled is
high. Especially during the prototype and development phases different physics algorithms
and processing techniques have to be tested. In addition to the actual data processing tasks
we encounter system programs such as database transaction servers or monitoring programs
that must be activated and remote controlled at given time intervals in order to guarantee
smooth operation of the cluster. Furthermore, the software must allow the logical partition
of the system, which means that part of the computing farm runs event filter processes while
other perform calibration or off-line analysis tasks. What the developers of Multics wrote in
1965[CV65] is a statement that becomes more and more important for our environment:

Because the system must ultimately be comprehensive and able to adapt to un-
known future requirements, its framework must be general, and capable of evolving
over time.

91
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Having this directive in mind, we conceptualised a system that aims at not hardcoding
any operational policies. By encapsulating application tasks and core system functions in
objects that can be exchanged easily, we gain flexibility and are able to react quickly to
changing requirements. The programming interface is narrow, thus simplifying the interface
to the system. A standardised communication backbone is used for connecting the cluster
nodes. We used CORBA in a proof of concept implementation that allows us to mix operating
system and language environments. Before we present our approach to system management
we investigate typical application control system use cases. These help us to identify the key
requirements and match them to existing systems.

6.1 Use Cases for DAQ Control Systems

As mentioned above, an application control system! shall be used to install, operate and
monitor applications in computing clusters. Identifying concrete use cases of the system helps
to isolate its key requirements. These serve as input to investigation of existing solutions or
may drive the development of custom approaches. A use case model[Jac95] is a set of use
cases, actors and their relations. The use cases represent behaviourally related sequences of
transactions that are performed by actors when they communicate with the system. An actor
defines a set of roles that someone or something (another system) in the environment can play
in relation to the information system. The actor can exchange information with the system
or be a passive recipient. It is located outside the system under study.

6.1.1 Actors

The following actors have been identified to be significant for a data acquisition control system
(see also figure 53):

¢ Operator (human) The operator is a human being who uses a location independent
human computer interface to interact with the DAQ system in order to perform con-
figuration and control operations. By location independent we mean that the operator
can communicate with the data acquisition system from any place outside the system,
no matter which geographic location he has or which system platform he uses. The
operator may also request information about the current system configuration and the
progress of the systems operation.

e Data Faucet (software) The data faucet represents the entry point to the system. It
handles the requests from operators, translates them into a system internal command
sequence and takes care of properly forwarding it to the control system. It also gathers
results from operations and prepares them in a way that they can be displayed in user
readable form through a user interface. Data faucets may be created and removed by the
operator at any time. They sit close to the DAQ system so that information exchange
can be performed efficiently and in order to allow disconnected operation. It must be
possible to create at least one data faucet (the operator console) in order to guarantee
control over the DAQ system.

!The term application steering system is also used throughout the literature on parallel and distributed
systems.
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e User Interface (software) The user interface is a system that does not belong to the
DAQ control system. Commands to and from the control system flow through it. For an
evolvable system we want to be independent of the user interface technology. Therefore
we split the human-computer interaction into a data faucet and a concrete user interface
in the model. The former one understands an internal language to interact with the
control system. The latter one has to translate commands that are issued by operators
into this internal format. The internal means for information exchange must follow
some standard so that deployment in a heterogeneous environment becomes feasible.
We use the CORBA component middleware for this task. The commands at operator
level and at system level need not be isomorphic. A single command as offered by the
user interface may be translated into a set of interaction steps with the data faucet and
the control system subsequently.

¢ Smoke Sensor (software, hardware) A smoke sensor is an actor the resides in a
subsystem that lies within the scope of the DAQ control system. It notifies the control
system whenever the subsystem to which it belongs deviates from its specification.
There will be many instances and types of smoke sensors, depening on the facilities that
have to be monitored. Both hardware parts and software elements must be observed.
The smoke sensor is not subject to our study, yet it is mentioned in the use case model.
It can be implemented as an “agent”, thus just representing a task located within the
scope of the control system. Indeed it is just itemised separately as it has to have special
access rights to the system internals.

e Task Capsule (software) A task capsule comprises the actual programs that shall
run in the data acquisition cluster. These tasks consist of application programs as well
as core system functionalities. The latter ones include policies on how to exchange
control and information request commands between the nodes of the computing farm.
Core system tasks are also monitoring programs that continuosly inspect vital system
properties and set alarms if the system deviates from its specification.

¢ Logbook (software) The logbook is a distributed persistent data store for configura-
tion data, task status and logging information. Its design and implementation are not
covered by this work.

6.1.2 Use Case Descriptions

Figure 53 gives an overview of the most important use cases in a distributed application
control system. For finding a general architecture, we abstracted already away from concrete
operations on programs and reduced them to control, configuration and information request
commands. A detailed design document for an application control system would list all
possible operations separately. An overview such as we present is adaptable to a broader
spectrum of systems that are not only limited to data acquisition. Indeed we see that a
system management tool for a distributed data acquisition system can be used in any kind
of distributed system. The converse however is not true, as the requirements are normally
not that demanding in other domains. So we see another advantage of not having hardcoded
rules: if we encapsulate the implementation of a command in an object that can be provided
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to the system at run-time, an application steering framework can be tailored to fit the problem
domain under investigation.

e Control tasks is probably the most important use case in the system. An operator
issues commands to the application control system. These may affect the system itself
or the tasks that run in the processing cluster. The commands have to be translated into
the correct internal calls by the user-interface. Examples for application commands are
a start of a new process or a suspend operation. A command that concerns the system
is e.g. to register a new processing node with the cluster.

e Get information is used to retrieve information about tasks. This command can be
routed either to the user application tasks or to system internal tasks. The former
flow is observed if the operator wants to inspect some log data that have been written
by an application. If information about the systems operational status is required the
second flow is taken. As for this split of functionality different attributes might be of
importance, this use case is internally split up into two later. It is the data faucets
responsibility to prepare the obtained information in a system independent way. The
user interface will pick this data set up and render it according to its functionality.

e Configure system affects only the framework in which the applications run. System
policies, i.e. privileged task capsules, can be downloaded and registered with the system.
The system will make use of these policy objects to perform its application steering tasks.
An example is the way in which commands that affect applications are distributed
among the computing nodes. Sometimes a centralised approach may be used, but
in order to study alternative solutions one would also like to implement a complete
distributed approach. To do this, only the objects that contain the knowledge on how
to transmit commands have to be exchanged.

¢ Encode information into system commands. This use case of the data faucet is
invoked whenever the operator interacts with the user interface in order to perform an
action. The user interface has to translate the operator commands into language that
is understood by the data faucet. In order to cover a wide range of different platforms
and implementation languages for user interfaces, the system interaction language shall
follow a widely accepted standard and be platform and language independent

e Display Information is dual to the previous use case. It translates data coming from
the application control system into a format that the user interface can interpret.

e Create/destroy data faucet. This use case is invoked when an operator establishes
information with the control system or when he quits working with it. In the beginning
a data faucet is created at some computing node in the cluster. From now on an
association between an operator and the cluster is established. The data faucet is
location transparent, i.e. the operator can not determine on which node of the cluster
it is created. It might also migrate to another node if the initial one fails. As the
system allows for disconnected operation, the data faucets can be destroyed each time
the operator disconnects from the cluster.
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Send command to task capsule. This use case invokes one of the operations offered
by task capsule. The commands are predefined and only a small set exists. It comprises
commands that affect the execution of the task, such as suspend and resume. The
command will be issued only to one node. It must hosts a copy of the affected task
capsule. How the commands are then distributed to the other copies is defined in core
policy objects that have to be loaded into the system before. Appropriate feedback
about success or failure shall be given.

Send system command. This is a command to the interface that is exhibited by the
application control system. It is used for registering new task capsules, shuting down
the whole system or the like. Internally the commands are forwarded to task capsules,
just like user applications, but with special access rights. A minimal set of system
commands shall be defined by a system interface. For the sake of extensibility a more
general interface for accepting a system command that activates the specified system
task capsule shall be provided.

Deliver a report is used whenever a task or the system has to provide information to
the operator. These contain status reports about the systems operation and buffered
task capsule output.

Access logbook is used by the task capsules and the data faucet. tasks, i.e.: applica-
tions or system core policy objects write information to it that shall be made persistent
in order to keep track of the systems operation. The data faucet uses it to read this
information upon an operator information request.

The following use cases are the ones that can be invoked by task capsules in order to

perform functions on behalf of the user. Some will not be caused directly, but due to the

implementation of special policies. An example is the distribution of a task capsule start.

The user will invoke a start once. The task capsule that is responsible for implementing this

policy will subsequently cause the invocation of system control operations on other nodes in
the cluster. These will again trigger the activation of a local start task capsule.

e System control operation is a use case which may invoke several system internal

functions. It does not affect a running application, but the application steering system
itself. Through this use case it can be configurated. Adding nodes, new policy objects
are some examples for this.

Task control operation affects the applications. This also includes the creation of
new processes or application threads on single farm nodes. The task control operations
are executed in policy objects.

System information request can be issued to get information about the status of
applications on a node or a computing nodes configuration.

Task information request is targeted at a specific application task capsule that is
active in the cluster. The policy object forwards the request to the application that has
to provide the information.
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Figure 53 Use cases of a software control system in a distributed data acquisition system.
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The requirements derived from these use cases can be summarised as follows: (i) The
system must be configurable so that software modules (applications or system commands)
can be added and removed at any given time. (ii) It must be possible to control and monitor
applications at any time. (iii) The system must allow disconnected operations. This involves
the timed execution of commands as well as the capability of reacting autonomously in erro-
neous situations. (iv) The system has to be scalable, both in terms of tasks running in the
system and the number of participating cluster nodes. (v) In order to be independent of user
interface technologies we also require the system to support a system independent interface.

6.2 Traditional Approaches

As we have seen that the needed system management tool is very similar to tools for man-
agement of ordinary distributed systems, we have a look at existing approaches and how they
could help us.

6.2.1 Batch Processing Systems

A widespread approach to the problem of controlling applications in a cluster of indepen-
dently operating computers is batch processing systems|MABY96, LLLM&S]|. In the beginning
their primary concern was to distribute the load induced by multiple unattended running
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applications effectively over a computing cluster[ZZWD93]. Subsequently the need for more
fine grained interaction arose. Workstations that are used during the day may serve as com-
puting resources for parallel programs during the night, thus requiring suspend and resume
operations to be sent to the applications[FRZ*95, GPR98] upon which the applications state
is changed. Furthermore, jobs can be dependent on each other[PL96], thus requiring to deter-
mine if and how a task completed its operation in order to launch another one. An example
that we can envisage is a program that gathers the results of a parallel computation pro-
gram and displays them to the user. Although the recent generation of such tools offer a
variety of functions, including an application programmer interface, they cannot be extended
to the functionality required by special application environments. The tool deals with the
granularity of a process. This hinders the implementation of fine grained interaction. Due
to the overhead that goes along with signalling multiple processes and the limitations of con-
trol support from COTS operating systems the batch processing tools stay concerned with
the resource optimisation of off-line processing environments. Furthermore system internal
policies such as load balancing algorithms or command execution models can not be influ-
enced. In general no quality of service parameters, such as priorities or additional resources
needed by the process, can be attached to the tasks that shall run in the distributed system.
Configuration management stays threrefore the responsibility of the application programmer.
Highly valuable for program control is however the ability to set timing constraints for task
execution.

6.2.2 Program Steering Systems

Another group of candidates for application control in distributed systems are toolkits for
supervising parallel programs[VS95, KS99, GES98, MCC™95]. They allow fine grained access
to the application data structures for debugging and monitoring purposes. Their upcoming
has been driven by the need to increase the degree of interaction as opposed to batch systems
that offer only limited access to the programs at run-time. For these reasons, programs that
are controlled by a steering system are instrumented with code that comes with such toolkits.
Although this fine grained access allows the definition of new commands that affect specific
parts of the application, more efficiently than with process based batch systems, it is difficult
to cover a variety of different programs under the same scope of control. The user interface
of the toolkit allows interaction with one executable image, the toolkit server on each node.
This implies that tasks have to execute in the scope of exactly this process. Interaction
and on-line visualisation of data are major issues, but nevertheless no effort has been made
to offer different data communication policies. As a result traditional event-stream oriented
systems tend not to scale well[ES98]. In high-energy physics environments local area and wide
area networking applications are used together. It is for example desirable that an operator
retrieves information about the progress of an experiment that might even be installed in
a laboratory on a different continent. In that case application steering systems for parallel
programs would exhibit low performance due to exactly their fine grained communication
patterns. But also in large computing clusters, special solutions have to be found if continuous
monitoring of all application nodes is wanted, since the tools do not allow for buffering or
threshold driven delivery of gathered application data.
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6.2.3 Agent Facilities

Third, agent facilities[JJST97, JVRS95] can be used for executing and controlling tasks in a
distributed system. When refering to an agent, we mean a program that exhibits a unique
interface for any kind of task that it performs autonomously on behalf of the user. It is
capable of reacting to changes in the execution environment|CDK94, pp. 165] into which it
has been embedded (generalised from definitions found in [GK94, WJ95] and [GKNT96]).
The agents are embedded in an execution environment that offers runtime support including
services for creation, control and interaction with the user[CGH"97]. It is able to do this
because all agents exhibit the same interface. Some environments define a specific agent com-
munication language[FFMM94], some even allow agents to travel from one computing node to
another[ KGNT97]. The latter approach is also known as mobile agent facility. As agents act
autonomously they are suitable for disconnected, i.e. unsupervised operations. They interact
with local agent environments on the cluster nodes and thus leave information that can be
retrieved from these places later[JvRS94]. Their encapsulation into a standardised interface
allows an extension of the application system with any kind of functionality. The possibility
to have a library of agents that can be registered with the execution environment[CGH™95]
facilitates the creation of locally and remotely controlled software[JR98]. The interface and
basic control commands can be learned quickly. It is sufficient to see how an agent is pro-
grammed once. Further agents will follow the pattern. Each agent has a set of properties
that can be associated with its task|Gro97b]. These properties can be stored with a database
management system. A user asking for a specific task can query the properties and the
best matching agent can then be selected. This approach is similar to the CORBA trading
service[Gro98a, chapter 16]. As the interface for agents is clean and narrow it is not difficult
to implement it. It is thus possible to have an ordinary application run in a distributed sys-
tem under the control of the agent execution environment. Unfortunately agent systems are
not directly applicable to our problem domain. In addition to the overhead that stems from
the need to transfer and manage the agents state information[CGH195, CHK97], control of
single agents at any point in time becomes a critical task: either they move around in the
system or they are cloned and commands are only applicable to the whole set, but not to
the individual agent copy. Synchronisation of the copies can become an issue, especially if
the agent communication lanaguage or the execution environment are not initially targeted
at scalable clusters and does not deal with faulty nodes.

6.2.4 Assessment

Each of the outlined approaches tackles a specific problem. Batch systems allow timed invo-
cation and provide load balancing algorithms. They are however difficult to extend and their
interaction granularity is coarse. Application steering systems offer direct interaction with
the programs through code instrumentation, but are limited to control and monitoring of
single applications. The required access to the source code of the applications that have to be
controlled is a severe limitation in domains that have to deal with heterogeneous systems and
legacy software. Agent systems offer a flexible and clean way of interacting with a variety of
different tasks. The limited ability to be controlled individually has however to be taken into
consideration. Furthermore techniques to reduce the overhead of code and state management
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have to be addressed to allow their deployment in highly efficient application domains. Each
of the paradigms alone can probably not satisfy the needs of controlling applications in high
performance distributed data acquisition systems. Still, the agent pattern[SD98] seems to be
an ideal mapping to our problems and could in combination with the qualities of the first two
approaches provide a solution.

6.3 A Prototype Task Control System

In this section we outline a prototype system that attempts to capture the above mentioned
requirements and find ways around the deficiencies of traditional approaches. We show that
it is indeed feasible to have such a flexible solution.

6.3.1 Overall Architecture

In the agent pattern we found a suitable means for addressing the requirement of an evolvable
system. The task that shall be run in the processing cluster is encapsulated by a narrow
interface (see figure 54). This task capsule [Gut99] resembles an agent and has to be provided
by the application programmer. Once submitted to the execution environments on the cluster
nodes, the specified interface is solely used to control the applications. The environment forms
a framework for the task capsules. An instance of the framework is available on each node
of the cluster. The operator sends commands to a data faucet object. Data to and from
the system runs through this pipe; it serves as the interface to the outside world and takes
care of calling the required framework functions on the specified locations. Once a framework
receives a command for an application it forwards it to the appropriate task capsule, that can
either be a user or a system task. This capsule acts as a proxy for the actual application and
there exists one instance per capsule type for each running application. It is not necessary
that the application has to run in the scope of the framework process. As the capsule is just
a proxy it is quite conceivable that upon creation an external process is started. Commands
that shall affect the application must be forwarded to it by the capsule. This is exactly the
behaviour that is expected from an agent: transparency of operation through autonomoy.
The agent knows how to carry out a task, it is sufficient to trigger this action. The policies
that determine how commands are sent from node to node and how they are scheduled or
performed shall not be hardcoded[Jar96]. This is a strong requirement that we impose in order
to have a framework that we can adapt to the needs of different application scenarios. Thus,
the system commands are put into capsules as well. These are scheduled to an active object
that executes them. Queueing them to such a scheduling object guarantees local serialisation
of the system commands. This eases the task of coping with commands that origin from
different sources.

In the current prototype the policies are not exchangeable at runtime. New policies can
be provided as object files at linking time. Although the applications that are controlled by
the system can either be threads, synchronosly called functions or external processes, the task
capsules representing proxies to the actual tasks, are always processed in the context of the
execution framework. They are not submitted to the same scheduling object as the system
commands in the current prototype design. We did this for two reasons: first, applications
can be equipped with quality of service parameters including priority and timing information
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that are not relevant for system commands. On the contrary, system commands should be
executable independently of the applications. Therefore we included two schedulers in the
execution framework on each node. Our experience with the prototype however showed that
it would be easily possible to collapse the properties of these two different command types
and have a single, more powerful scheduler for both task capsules.

Figure 54 Tasks are encapsulated by a nutshell with a clean and narrow interface.
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The framework makes use of the CORBA distributed componentware in order to achieve
platform independence. The OMG alrady proposed an interface for a mobile agent facility
[Gro97b]. We adopted this draft specification as a baseline and extended it for our needs.
The OMG aimed at an interface for a generic mobile agent facility. We want to provide a
task execution framework, thus requiring a slightly different, yet more specific interface. In
addition to the execution framework, implementations for the core policies are provided in the
prototype. As an example for command distribution we chose a decentralised management
scheme that does not rely on a central point of control. Commands can be sent to any node
in the system. The responsible policy objects take care of forwarding them to the required
destinations. To synchronise tasks in such a fully distributed approach, a synchronisation
algorithm that does not need a central locking authority has been developed. It is decribed
in section 6.4.3. The structure of the framework on each computing node is shown in figure
55. The core comprises two task execution queue objects. One called method object queue, is
used for scheduling policy objects that are created when users request operations. The other
deals with the execution of user application of task capsules. This queue is modelled as a timer
heap allowing periodic and priority driven invocations. Before a capsule can be started, a
policy object that is responsible to perform the insertion into the timer heap has to be created
and is submitted to the method object queue. Thus all commands concerning tasks and the
functionality of the local framework copy can be serialised. The active object[LLS96, Car98|
pattern has been applied for this design.

Let us briefly summarise the key issues of the designed protoype task control system:
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Figure 55 The task execution framework.
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e Encapsulation of user tasks and system internal commands into agents, called task
capsules. These exhibit the same narrow interface and are subject to control. They
represent proxies to the code that shall be performed.

e Avoidance of hardcoded policies by replaceable task capsules for applications and system
internal duties.

e System independence by having adopted the CORBA software communication bus.

6.3.2 The Framework Functionality

The OMG/MAF (Mobile Agent Facility) addressed in a draft specification the interface that
is needed to control agents and keep track of them. It does not deal with communication
between agents. Furthermore MAF aims at mobile agents. That means it also specifies all
parameters that are needed to recreate an agent in a specific state at a given node. This
is not required for an application control system. Applications do not move from node to
node. They can however be created on a given subset of CPUs in the cluster. Exactly this
functionality is also used for partitioning the system into different areas of responsibility.
As our model deviates from MAF we do not call the programs that are controlled agents
anymore, but task capsules. An overview of the interface can be found in appendix A.4.

Task Creation

When a task capsule is created it gets a unique identifier that is assigned by the execution
framework. It consists of the address of the node to which this command has been issued, a
running number that is created locally and the name of the subsystem, which can be freely
chosen. MAF does not foresee such automatically created unique identifiers. We need this fea-
ture however, as we must avoid the possibility of having the same task identifier several times.
It can be compared with an operating system process identifier that has to be unique through-
out the whole distributed system. The 3-tuple (address,locall D, subsystemID) guarantees
this behaviour and is scalable as well. Although a task capsule may be cloned to several
other nodes, the clones will always have the same local ID, that is the one provided at the
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initial node. In order to control a task, the user has to specify its local ID and a list of
nodes on which the control operation has to be performed. Such a list can also be passed
when the agent is created. The most important parameter, however, that is passed with the
creation of a new task capsule is the code base. This is the name of the file that contains
the actual application that is started. It may be an executable or an object file that can be
linked dynamically into the framework. The code base also contains the full path name to
the file. Doing this and having a network file service relieves us of the necessity to install the
programs on the nodes separately or to pass code, as it is proposed for mobile agent systems.
The problem of code transportation is simply decoupled from the task execution and can be
addressed with whatever means are appropriate. Whether the programs should be copied to
the local disks or started directly from the network can be implemented in the policy object
that starts a task capsule. Depending on changing requirements and experienced performance
we can adapt our system. MAF forsees to pass a profile containing quality of service param-
eters when creating an agent. It contains the language in which the agent has been written
or which type of data serialisation it uses. These are items that are of minor importance
for our system. We therefore modified this operation and pass the processing type, the task
capsules priority and so called trigger values. The processing type allows a choice between
whether the task capsule shall either run synchronously or asynchronously, thus determining
if the task capsule represents an ordinary function or a thread routine. For system commands
that require direct access to framework internal functions it is also possible to set a privileged
mode. It is up to the task capsule creation policy object to interpret this parameter. Another
property that is passed upon creation is the time trigger. We derived this principle of time
driven invocation from previous work|Gut96] that has been shown to be useful in real-world
distributed applications[GSHB97]. The trigger contains a start time, a deadline and an in-
terval time. All time values can be either given in abosulte or relative values. These time
parameters are not only used to specify when a program has to execute, but they are also
used to support autonomous error detection. If the framework detects that a task is not run-
ning although its start time has already passed, or if it is still running although its deadline
has passed, countermeasures and error recovery actions can be taken. The interval can be
used to schedule periodic tasks. Each of the methods specified for the framework interface is
capable of raising exceptions for immediate feedback. They do not necessarily report on the
failure of the call, but rather inform if the command could not be accepted by the execution
environment. Information about errors can be retrieved from the loghook, when getting in-
formation about the framework status on each node or when requesting information about a
specific task capsule. Creating a task capsule with a list of nodes is a service request that is
accepted by any node in the processing cluster. For spawning clones of an already existing
task capsule on other cluster members, a separate operation is provided. It accepts the task
identifier tuple as a constant parameter.

Task control

Once a task has been created, it can be controlled. For this purpose a set of commands are
offered: terminate for stopping and removing a task capsule from the system, suspend to
pause it and resume to reactivate it. stuff is used to pass a data stream to the task and
dump can be called to request direct output from the task. For any of these calls a list of
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nodes is passed that tell on which places the operation has to be performed. A task capsule
identifier has to be given to determine the subject of control. This identifier can be obtained
by querying the execution framework that keeps track of all locally installed task capsules.
Lists of tasks running on specific nodes can be requested as well. There exists a policy object
that will forward this call to other places and by doing so, gather information about task
capsules running in the whole distributed system. Finally information about the status of a
task capsule, e.g. running, completed or failed can be retrieved.

6.3.3 The Programmer Interface

Figure 56 The task capsule interface.

class Capsule

{

public:
virtual int preprocess();
virtual int postprocess();

int body (char* path, ofstreamx handle, ifstream* handle);
int body (PtrToMethod function);

virtual int init (int argc, char* argv[]);
virtual int fini();

virtual int suspend();
virtual int resume();

virtual CORBA: :Any* dump();
virtual int stuff (CORBA::Any* data);

If a programmer wants to add an application that shall be controlled by the execution frame-
work he has to provide an implementation for the task capsule interface. It either comprises
the functions that have to be performed in the task or it must contain the communication
with an external process that shall now run under the frameworks control. As the prototype
system is implemented in C++, the interfaces can be inherited from a class declared in this
language (see task capsule interface in figure 56). From the user supplied code an object
file is created that can later be loaded dynamically into the framework on each node. Let
us now have a closer look at the methods that have to be supplied: preprocess will be
invoked before the user supplied body code is executed the first time on the node to which
the task has been submitted. Although clones of the task may run on a set of processors,
this method is only executed once on the initial site. It can be used to assure that all needed
code portions are available and that the parameters are set correctly. Only then, the task
will be scheduled locally and to the other specified nodes. Postprocess is performed ac-
cordingly, when the task terminates or is terminated from outside. For the body method a
polymorphic interface exists. One takes a path to an executable process, the other one takes
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a pointer to a class member function. The application supplier does not need to provide an
implementation for these methods. He uses one of these functions for specifying the body
code in the init method. The interface taking a pathname is used when the supplied task
should run an external process. In addition to the path to an executable image a handle to
which the standard output of this task will be redirected is given. Another handle allows to
pass information that is redirected to the processes standard input. If the process expects
communication for control through other means, this has to be implemented by the capsule
provider. When starting a user supplied function as a thread or a synchronous function call,
the interface expecting a pointer to a member function is used. The init method is called
on every node on which the task capsule is loaded into the framework. The fini method is
invoked, when the task is removed from the system. These methods should be used instead
of ordinary constructors or destructors as these do not guarantee that the task capsule is in
a consistent state when they are invoked. In fact the capsule can access services provided by
the framework, such as the loghbook in order to store or retrieve data. However it can only be
guaranteed that valid references to these services exist after the capsule has been constructed
in the system. At the time at which the init is called it is guaranteed that the references to
the execution framework are accessible. The fini is also called before any class destructor,
thus assuring that all resources are still available. The suspend and resume methods can be
implemented to execute actions when the task is paused or reactivated. This helps to keep
the task capsules state information while they are suspended from execution. Finally there
are two methods dump and stuff to be used for exchanging information between the tasks
and the outside world. The user can pass data through the stuff operation to the tasks. It is
the capsules responsibility to translate the information that comes in CORBA: : Any format into
structures that can be understood by the application. It is guaranteed that the data arrive
correctly at the local nodes, as they are given in language and platform independent format
and transmitted by the component middleware. The implementation of the dump method has
to take data from the application and transmit them in a CORBA compliant format back
to the operator. The user interface must in this case transform the data into the platform
dependent format. As already insinuated, the capsule also has access to the logbook of the
system. It can place CORBA::Any data structures in this environment and tag them with
with a category identifier. According to the tag the entry is either sent immediately to a data
faucet that subscribed to data from a specific task capsule or it is buffered until it is retrieved.
In the latter case a data faucet can collect these data when needed. The policy implemen-
tations for these push and pull data entities in the logbook can be freely implemented by
providing appropriate objects. The current prototyp implementation discards entries in the
event that there are no data faucets that have subscribed to information from a specific task.
An example is shown in program 57. It represents a system monitoring task. The outlined
member function will be registered in the init member of the capsule. It can either run as
a thread or as a synchronous function.
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Figure 57 An example for a system monitoring task.

int SysMonT: :getSystemLoad()

{
// Calculate the cumulative CPU load and the status of the file
// system. The results are put into a private member of SysMonT
// called thisSysMonData;
calculatelLoad(), calculateFSstat();

// Calculate information about file system

// Create an entry that data faucets can retrieve later
// An EnvironmentEntry is essentially a CORBA::Any value
systemUsage = new EnvironmentEntry;
systemUsage->tag = eEntryPull;

// Put the results of the system status information into

// the entry. CORBA implementations provide already operators

// to correctly produce a byte stream out of predefined data

// that can be copied into a CORBA::Any value. thisSysMonData is
// an instance of a previously in IDL defined data structure that
// can be stored in the logbook.

systemUsage—->data <<= thisSysMonData;

// Write the data into the local logbook. It is called

// environment database in the concrete prototype implementation
// and provided by the execution framework to all task capsules.
envDB_->PullPush(systemUsage) ;

delete systemUsage;

return DUCKS_SUCCEED;

6.4 System Management Policy Implementation

We introduced an application control system architecture based on dynamically loadable task
capsules to allow flexible adaptation to specific requirements of a distributed environment.
This approach does not only allow the reuse of any kind of applications, but through the use
of object orientation it is also possible to provide different policy objects. These encapsulate
the knowledge of how to manipulate tasks or what to do with data that the tasks produce.
Concerning task control we can distinguish between two architectures: the centralised man-
ager one and the distributed one. The problem of task control can thus be compared with
the problem of distributed coordination[CDK94, pp. 300] as applied to process synchronisa-
tion, clock synchronisation or transaction management. For the prototype we provided policy
objects that implement a decentralised, distributed approach.
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6.4.1 Centralised versus Distributed

With a centralised manager approach there exists one computing node in the cluster that
is initially elected to be the coordinator. Any command that affects the applications or the
execution framework copies in the cluster has to be issued to this manager. It will serialise
the requests, check if they are consistent with each other and forward them to all nodes on
which the operation should be performed. This manager does not only serve as a unique
portal to the system, but also takes care of handling errors that appear in the computing
cluster software and cannot be resolved by the applications themselves. Such an approach
has several advantages. Due to the implicit serialisation of all requests at a single point,
no synchronisation problems occur. If two operators want to issue control operations to the
same task, they will not interfere with each other. The result of the operation sequence is
not predictable, as it is not defined which operation will be executed first. There is only
an agreement upon an order among all participants in the distributed system, as required
in [Lam78]. Since all information about the tasks in the distributed system is collected at
the manager site, it is possible to check if an operation can at all be performed on a given
task. The memory requirement on each node for this approach is low as no state information
about applications has to be kept on computers other than the centralised manager. However
these benefits come with a list of severe disadvantages, the most serious of which is, that the
centralised manager represents a single point of failure in the system. It is not necessarily a
hardware failure that paralyses the system and prevents further access to the cluster services:
erroneous behaviour on the part of the execution environment software at this site would be
sufficient. In this case all information about the clusters state, including the registered ap-
plications, is lost. Therefore operation cannot be continued without complete reinitialisation.
If this includes a survey of the state of the applications in the cluster, the downtime could
increase substantially. A countermeasure to this problem can be seen in making the state
information on the manager node persistent. This, on the other hand introduces additional
processing overhead on the manager. The problems of a centralised manager approach in
application control have been mentioned in previous projects for application control in com-
puting clusters] HM96]. It is noted that a centralised approach would not scale to the cluster
size needed in our environment. For this we cannot find evidence. It is rather the single point
of failure that drives us to find an alternative. So, in order to be capable of reacting to chang-
ing requirements or scalability problems, the possiblity of freely choosing implementations for
policy objects has to be supported.

6.4.2 Distributed Management

The distributed management scheme implemented in our prototype allows access to the cluster
from any node within the system. Having no need for a centralised point of information
enables the support for fault tolerant operation. This is achieved through the replication of
the task information to every node on which the task executes. Here we can see a drawback
of the taken approach. The total memory consumption in the cluster grows roughly with
O(N?). For each task O(N) resources are used, if started on n nodes. Each node has to
keep O(N) entries for the tasks in the worst case: that is, if each task is started on each and
every node. Thus the memory consumption exhibits O(/N x N) behaviour. We argue however
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that this additional overhead does not affect the system performance. In the prototype we
had to store about 30 Bytes of management information for each task clone. Suppose the
task is started on 500 computers, rather than on each of the 500 nodes, we have to store
500 x 30 ~ 15K Bytes of information. Estimating that about 50 tasks are under the control
of the framework on each node the amount of management data grows to 750 KBytes. The
image size of the execution environment on each of the nodes was about 5 MBytes. Logging
data and information that is pending for output from the tasks will be orders of magnitude
larger than the amount of information needed for management in a fully distributed control
approach. Allowing access to the cluster services from any node raises another problem. That
is synchronisation of operations. For addressing this issue we first have to ask ourselves when
at all synchronisation problems can occur. The following cases have to be distinguished:

e Task creation When a task create command is sent from different originators, the task
will be assigned a unique task capsule identifier on each starting place, thus resulting in
two different application images running in the cluster. This does not pose a problem.
For avoiding that multiple applications are started that do the same job, a list of running
applications can be retrieved by the operators first.

e Task suspension and termination If two operators suspend the same task, but the
operation has been issued from different places, no interference will occur. Eventually
the application will be suspended on all nodes. The same is true for removing a run-
ning application from the cluster. A problem however exists if one operator decides
to suspend a task whereas another chooses to terminate the same task. In this case,
synchronisation has to take place.

e Task resume If a task shall be resumed no problem occurs when issuing the operation
from different sources. A logical discrepancy exists, if one operator resumes a task from
one place whereas another one wishes to remove it from the system. Synchronisation
has to take place then.

e Information exchange Sending data to the tasks (stuff) or retrieving information
(dump) does not pose a problem if no sequential order of the operations is required for
all nodes. If it is required, synchronisation has to take place as well.

It is indeed necessary to provide a scheme for command synchronisation in the distributed
system. Omne solution that we developed for the prototype of the task control system is
presented in the following section.

6.4.3 Task Synchronisation

Synchronisation in distributed systems can reveal itself as a severe problem. With a centralised
approach it is the presence of a single point of failure. In an approach aiming at a distributed
solution, it is the problem of finding an algorithm that guarantees atomicity and consistency
of the operation as well as good performance[Lam79, JNW96]. In the special case of an
application control system, we can exploit the local knowledge about the tasks on the cluster
nodes for achieving these goals.
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Figure 58 Getting a token for accessing a task capsule.
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We chose to separate getting exclusive access to the task capsules and performing opera-
tions on them safely in critical sections. This allows us to bypass getting permission, if the
operation does not interfere with other ones, thus gaining the potential of increasing efficiency.
Furthermore the problem of finding a suitable distributed mutual exclusion algorithm can be
decoupled from other issues. The prototype application control system offers two primitives
through the execution environment interface to perform synchronisation operations on tasks:
getToken and releaseToken. Calling getToken for a specific task capsule is used to acquire
the right to perform operations exclusively on this task. Requests for a token that is associ-
ated with a task capsule can be sent to any node in the cluster that hosts a copy of this task.
The token will not be granted to any other requester until it is released. It is however still
possible for other operators to access this task. The application programmer has to insure
proper usage of synchronisation. The getToken operation takes a task identifier as a param-
eter and has to be issued on a node that hosts a clone of the task (see figure 58). As the list
of nodes on which the application has been created is replicated on all these nodes, a primary
token home site can be identified. This is the first one in the list. The request for the token is
forwarded to this node. Even if getToken requests from several sites are issued concurrently
to different nodes they will all be put into sequential order on the token home site. One
requester will be granted the token, the others are put into a list of pending requests. As
soon as the token is returned the next pending node is notified and is granted the token.

Figure 59 Token holder reelection.
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The algorithm is fault tolerant in case there is at least one functional operational node
that hosts a clone of the running task for which exclusive access is required. If the first node
in the list is not reachable due to software or hardware errors, the next node in the list is
elected as the token home (see figure 59). This is done by issuing a getToken operation to
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the next node in the list. The node recognises that it is not the first one in the list. This
indicates that some communication problems have been encountered with the sites that are
earlier in the list. The addressed node sets itself to be the new home of the token. It moves
itself to the head of the list and notifies the requester. This one can also remove the faulty
node from its list. In any case it moves the responding node to the head of the list. As
such it becomes the new token home also at the requester site. This will work also with
concurrent accesses as the list of nodes is available on all sites hosting a clone of the task
capsule. Nodes that are reset and rejoin the system do not pose a problem. They will not
have knowledge of the tasks for which they are requested to grant a lock and thus will not
affect the algorithm. Other strategies, such as cloning an existing task to this node again,
have to be implemented in order to completely reintegrate such a node. A node has however
to ensure that it recognises if it is not accessible from other systems and reset itself so that
no inconsistent state is introduced due to temporary unavailabilities.

Figure 60 A token holder node fails while the token is held.
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When a node receives a request for a token and it recognizes that it is not the head of the
list, it cannot tell immediately if it is safe to grant the token or not. The token for this task
could have been requested by somebody before the original token home became unavailable
(see figure 60). Therefore granting the token would produce an inconsistent state. Requesters
in our algorithm however keep a connection to the token holder open until they return the
token. So they can recognize if the holder fails while they own the token. If this happens they
notify the next node in the list of this event. This node will therefore wait for a configurable
amount of time if somebody requests a token. If the notification from the actual token holder
arrives in time, it can put the waiting request into a pending queue. Otherwise, we assume
that there the token has not been held while the original token home node failed. The token
is granted in this case. In the case of an existing token holder of which we have knowledge,
the token will eventually be returned to the new home. Complete fault tolerance cannot
be achieved with this scheme, as a node could leave the cluster while a requester is waiting
for the token to be granted. Furthermore the timeout between a request to a subsequent
node in the list and the node waiting for a message from a potential token holder has to be
long enough, so that no inconsistencies occur. C++ like pseudocode for the decentralised
algorithm is shown in figures 61 and 62.
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Figure 61 The C++ pseudocode outlines the algorithm for the get token call.
int remoteGetToken(in NameT task)

{
LocalTask localTask = framework.findTask(task);
NodeListT list = framework.findTaskNodeList (task) ;
NodeListT::iterator i = list.begin();

if (localHost != *i) { // not first in list
// Don’t know if token held by other node, so wait for message
if localTask.tokenHeld(true) // wait for timeout
if (receive (ANYADDR, tokenheld, timeout) > 0)
localTask.tokenHeld(false) ;

list.erase(localHost);
list.push_front (localHost);

if (localTask.tokenHeld() == true)
localTask.tokenHeld(false), retVal = SUCCESS;
else
localTask.addPending(requester);

framework.update(localTask) ;

int getToken(in NameT task)

{
int retVal = ERROR;
LocalTask localTask = framework.findTask(task);
NodeListT 1list = framework.findTaskNodeList(task);
NodeListT::iterator i = list.begin();

while (i != list.end()) {
try {
retVal = (*i).remoteGetToken(task); // RPC, CORBA or similar call
} catch (Exception e) {
if (e.type != CommunicationError)
break;

while (retVal == TokenNotGranted) {
if (wait(timeout) > 0) // fine got granted
if (i != list.begin())
list.erase(i), list.push_front(i), return SUCCESS;
else // timeout, check if node is dead or if it was an ordinary timeout
if ( (*i).ping() == ERROR )
break; // try other node, will become pending on a node eventually
b
i++; // retry with next node
} // end while
X
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Figure 62 The pseudocode for the release token call.

int LocalTask: :broken_connection_signal_routine()
{

// find next node

NodeListT::iterator i = thisTaskNodeList.begin();

i++;
while (i '= list.end()) {

try {

retVal = (xi).notifyTokenHeld();

} catch (Exception e) { ... }

if (retVal == SUCCESS) break;

i++;
}
// Update local list
thisTaskNodeList.erase(i);
thisTaskNodeList.push_front (i) ;

int releaseToken(in NameT task)

{
int retVal = ERROR;
LocalTask localTask = framework.findTask(task);
NodeListT list = framework.findTaskNodeList(task);
NodeListT::iterator i = task.fromWhichRequested;

if (hostname == *i) {
localTask.held(true);

framework.update(localTask) ;

// check, if requests are pending and
// wake up remote waiting requesters

retVal = SUCCESS;

}
else {
while (i '= list.end()) {
try {
retVal = (*i).remoteReleaseToken(task) ;
} catch (Exception e) {
if (e.type !'= CommunicationError) {
break;
}
} // end catch
i++;
}
}

return retVal;

}
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6.5 An Example User Interface

In order to demonstrate the capabilities of platform and language independence when using
a software communication backbone such as CORBA we provided an example user interface
written in Java. It is depicted in figure 63. The task capsules are still called agents in this
prototype. Basic functions for starting and stopping them are shown in the left part of the
lower window (0). The right part of the control window allows parameters to be set for the
tasks, such as timing information, optional parameters when starting the task or the execution
type (O). A file dialog allows the selection of precompiled task capsules that can be loaded
dynamically into the framework copies on each node of the cluster (O). For performing this
task, a list of cluster nodes is provided (0). In order to issue control operations to an existing
task, a cluster node is selected. Issuing a double-click on such a node name will display the
names and identifiers of all running tasks on a node in the area below the node list ()
From this list a task can be selected. Double-clicking it will bring up a window that is
associated with the task (0). This window corresponds to a dynamically loadable Java code
piece that allows communication with this specific type of task. So every task that shall run
in the controllable computing cluster consists of a shared object code file and a Java display
program in our prototype environment. An example for such a display that communicates
with a system load task is shown (O). The left panel displays the CPU usage, whereas the
right one shows the status of the system disk. Each box represents a node on which the
system monitor is running. Double-clicking such a box will provide more information about
the nodes status. It is also displayed if the node is reachable and if the monitor agent is
running. The user interface program may be started on any node. It may or may not be
member of the computing cluster. A data faucet that is responsible for the communication
between the framework copies and the user interface must exists on at least one node.

6.6 Conclusion

We had to learn that no current toolkit approach available from research or commercial
environmentsMABY96| could provide us with the functionality needed to meet the use cases
of application control in a large distributed data acquisition system. Although each product
fits a part of the requirement space, no tool exhibits enough flexibility that allows all aspects
to be covered. The fundamental problem is a lack of adaptability in the available solutions.
A framework that avoids any freezing of hardcoded policies can represent a remedy to this
situation. By encapsulating user applications as well as core system functions into a single
narrow interface, a fully configurable system can be achieved. According to the evolving
needs of the users, new policy objects can be provided. As the subject of control are the task
capsules and not the applications themselves, any program can be included in the system,
as long as it is possible to program a command mediator. In order to demonstrate these
facilities, we designed and implemented a proof of concept system making use of standard
software design patterns and a platform independent communication subsystem. Although
COTS tools point in exactly this direction, we see that platform dependence is still a major
issue. Even if systems provide the possibility to supply alternative policy objects, the user is
bound to support from the toolkit vendor. To our best knowledge no design as it has been
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Figure 63 The user interface of the prototype task control system.
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presented here has been proposed elsewhere.






Chapter 7

Conclusions and Outlook

True, I talk of dreams;

Which are the children of an idle brain,

Begot of nothing but vain fantasy;

Which is as thin of substance as the air,

And more inconstant than the wind, who woos
Even now the frozen bosom of the North

And, being angered, puffs away from thence,
Turning his side to the dew-dropping South.
Mercutio.

William Shakespeare, “Romeo and Juliet”

7.1 Summary

etworking software in the presence of high efficiency requirements has to be kept

simple and small. We were able to show that this is not contradictory with the

claim for a flexible and evolvable solution that exhibits a high degree of abstrac-

tion. The concept of object-oriented software components manages to bridge this
gap. Standard componentware for distributed computing does not meet the needs of high-
energy physics data acquisition systems. The need to stay compliant with the standards
imposes too many restrictions that hinder optimisation or tailoring to special environments.
With the advent of new processing and data communication equipment the performance dif-
ference between hardware and software continues to grow. Furthermore distributed systems
become more heterogeneous not only in processing and operating system platforms, but also
in communication devices. We experience this in highly specialised application domains now,
but these technologies will become ubiquitious in the future. It is therefore important to have
solutions ready. We were able to show that with the component based software engineering
approach we can present solutions that satisfy all needs of such configurations. System man-
agement in distributed data acquisition systems has to be shown a necessary research domain.
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Although the problems can be isolated and solved separately there exists not enough tool sup-
port. The key to such a system is the freedom of choice in system management policies. This
has been demonstrated to be feasible.

The achievments of the performed work can be summarised as follows:

e Successful application of object-oriented components in hardware/software hybrid sys-
tems with the effect of the availability of efficient and yet configurable software.

e Identification of the main limitations in CORBA middleware and assessment of appli-
cation in Large Hadron Collider data acquisition systems.

¢ Quantitative analysis of concurrent server architectures for efficient object dispatching.
Capturing of the key properties in a novel software component performance model.

e Development and proof of feasibility of a lean distributed object invocation toolkit.

e Design of a system management scheme for heterogeneous distributed systems based on
the agent pattern.

7.2 Off-The-Shelf Distributed Component Middleware

From the evaluations of the CORBA object middleware we had to learn that the rich function-
ality of such an architecture limits the efficiency. Especially with new generation computing
and data communication hardware the performance gap between low-level systems processing
cycles and the application is growing. Recently the Object Management Group published a
request for proposal (RFP) asking for contributions concerning the use CORBA in industrial
data acquisition systems[Gro99]. Although the RFP gives a detailed list of the issues that are
expected to be tackled in the response from industry, necessary modifications or possibilities
for configuration in the object request broker architecture are omitted. Although efficiency
questions, such as buffering of sensor data or timed invocation are mentioned, no call for
assessment of the ORB core support is requested. Interfaces alone however cannot guarantee
that a quality of service is met. There is more to it than having the mere possibility of
specifying requirements. Requirements finally have to be met and support for meeting them
has to be provided. We therefore argue that standardisation of middleware for systems with
high efficiency requirements should also concentrate on core support. Higher levels can be
still be defined using a standardised interface definition language along with a set of common
interface services.

The simple and minimal cross-object invocation scheme as proposed in this thesis has
been shown to perform efficiently. It is a self contained module on top of which richer services
can be placed. Recently the toolkit was reimplemented making use of a portable operating
system library. It has been tested on real-time systems like VxWorks and LynxOS on Intel
and PowerPC platforms as well as on ordinary Linux and Solaris systems for Intel and Sparc
platforms respectively. The absence of COTS solutions to high performance communication
at high abstraction level caused us to adopt this scheme for our future design studies.
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7.3 System Management Tools

System management for distributed data acquisition systems is demanding in terms of the ca-
pabilities to include diverse software and hardware. It has been shown that the requirements
can be met by providing a toolkit that avoids hardcoding of policies and applies the agent
pattern for the tasks that are subject to control. Although the solution to the given problem
is quite simple, we do not see commercial support for this approach. Instead we find tools for
computing cluster management from major IT companies, targeted at office networks that
are extensible only with vendor provided modules. On the other side there exist science-born
approaches for academic computing environments that are not flexible enough. Concerning
the problems posed by mixed environments or large distributed real-time systems, we do not
find any approapriate solutions. Assumptions do not belong in scientific work, but the trend
of increased distribution and the pushing forward of embedded systems into the commercial
world will soon make it necessary to provide flexible tools for application steering. Choices of
concrete technologies for implementation, e.g. CORBA for communication or Java as imple-
mentation platform should be postponed as long as possible. What counts is the simplicity
of the approach and the possibility of tailoring the tool to the given configuration.

7.4 Future Research

In this work we covered a variety of different aspects concerning the application of object-
oriented software components for data acquisition systems. As a result, we have also a clearer
view of which directions should be further pursued. Although a working toolkit for cross
object invocations has been designed, most of the code has to be handcrafted to produce
stubs and skeletons for an interface. Therefore we will now concentrate on a precompiler
that accepts OMG/IDL definitions and produces runnable code in C++. As we found out
that the presentation layer can be a major bottleneck, emphasis will be put on this issue.
A configurable scheme that allows different presentation layer encoder and decoders to be
plugged in, has already been investigated[GO00]. What concerns the building of applications
using such software components, research has been started on how to plug together different
objects that use our toolkit. It is especially interesting to realise a scheme for efficiently
multicasting a message to many objects. It became clear to us that support for distributed
object invocation and communication abstraction raises a need for generic addressing. The
merger of different network technologies in a single system makes it necessary to provide a
uniform scheme for addressing. It has to allow peculiarities of different protocols, must be
scalable and shall be independent of any existing special solution, like the Internet addresses.
This will be one of the topics for future research. Another aspect that is currently under
investigation is how the upcoming I,O (Intelligent 10)[SIG97] can be used to offload the bur-
den of server side dispatching from the machines main processors to the 10 controllers. This
work at hardware/software boundary will be challenging because a new and promising device
technology is used in an object-oriented middleware product, that does not present software
between operating system and application, but between the hardware and the application. It
should eventually make it possible to have the abstraction of true interobject communication
on any kind of operating system using any kind of communication technology. Finally we
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will refine our software component perrformance model and evaluate all components that are
produced in the scope of our future research and development.









Appendix A

Additional References

A.1 TIIOP Lite

Message posted by Douglas C. Schmidt in comp.soft-sys.ace on August 29, 1998.

Various people have asked us what the cost is of being
compliant with the standard CORBA GIOP/IIOP protocol. Tonight, we
found out... Carlos modified TAD so that we can optionally use a
"stripped down" IIOP protocol, i.e., "-ORBiioplite". I’ve enclosed
some preliminary results and our interpretation.

Using the standard IDL_Cubit benchmark using standard IIOP, we see the
following sizes in bytes for the GIOP header and the request header +
the data:

GIOP header
Request header + data

12 bytes
56 bytes

OQur "IIOP lite" optimization omits the GIOP magic number, the IIOP
version number, the byte-order flag, the service context, and the
principal. These optimizations save 14 bytes, yielding the following

size:

GIOP header
Request header + data

5 bytes
49 bytes

We could reduce the size of the request header even further by adding
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features like active demultiplexing for POAs, servants, and
operations. Likewise, we could assume that all requests were twoways.
0f course, this quickly becomes counter-productive since we’d no
longer be performing operation-based distributed object computing
(i.e., we could just pass a message without any operation name, but
this is a pretty lame programming model... ;-)).

So, in general, our performance measurements indicated that these IIOP
lite optimizations yield about 50 calls per second improvement, in the
best case. However, this is only a 72J, improvement in performance
since we’re getting around 2,000 calls per second.

In contrast, our new Service Configurator option "-ORBreactorlock
null" (which uses the null-lock Select_Reactor that Nanbor recently
added) gives us a performance boost of "100 calls per second, showing
once again that implementation details are the key to performance,
rather than the standard CORBA protocols, per se.

Therefore, we don’t see much of a penalty for remaining standard
GIOP/IIOP compliant, though we intend to support our IIOP lite
optimizations in TAO for our sponsors who want to squeeze every last
microsecond of performance overhead out of the ORB.
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A.2 The XMI Package

The XMI (Cross Method Invocation) package is a direct result of the work described in this
thesis. It has been completely redesigned to reflect the needs of a controlled software package.
The software package into which it is integrated is called XDAQ. It comprises the lightweight
object communication toolkit currently deployable on Solaris, Linux, LynxOS and VxWorks
operating system platforms. The package comes with a portable operating system library
(POSLIB) that includes classes for task, synchronisation, streams communication and more.
The code is under the copyright of CERN and may up to up to now, not be distributed freely.
For members of the CMS collaboration it is possible to access the code and the examples
using the CMS software repository. The following procedure applies:

1. Log into a machine of the CMS cluster where you can use AFS:
telnet cms.cern.ch

2. Make sure you are in the list of authorised persons for accessing the software repository.
For anonymous checkout, please consult the web page:
http://cmsdoc.cern.ch/cmsoo/projects/cvs_server.html#Anonymous
Type the following:

project TriDAS

Make sure the project is set correctly (echo $CVS_ROOT).
Check out the whole package: cvs co TriDAS
Start from ./TriDAS/daq/xmi/doc.

We strongly recommend to get the DAQ programming guide from the CMD group that
gives an introduction to the use of the toolkit. It will be available by December 1999.

If you are not affiliated with CMS Please send e-mail to: Johannes.Gutleber@cern.ch
or Luciano.0Orsini@cern.ch to learn more about the XMI toolkit.

User Manual A user manual that gives introdcution to the toolkit can be obtained elec-
tronically by everybody from:

http://cmsdoc.cern.ch/cms/TRIDAS/html/Documents.html
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A.3 Option Red Upgrade

Recently the Intel installation at Sandia National Laboratories has been upgraded to 333 MHz
Pentium II processors. It is today (November 1999) the fastest supercomputer performing
at about 2 TeraOps per second (RMAX of 2121 equals to 2.121 TeraOps). The computer is
built from commodity computing equipment. Interconnection is Intel proprietary.

Figure 64 The list of top 10 supercomputers in the world. The list is to be published at
the High Performance Networking and Computing conference, SC99 in Portland, OR,US,

November 13-19, 1999.

source: http://www.top500.org/

TOP500 Sublist for June 99

RANK | MANUFACTURER COMPUTER RMAX INSTSITE YEAR | PROCS

1 Intel ASCI Red 2121 Sandia National Labs 1999 9472

P SGI ASCI Blue Mountain | 1608 | -0 Alamos National 1998 | 6144
Laboratory

3 SGI T3E1200 891 Government 1998 1084

4 Hitachi SR8000/128 873 University of Tokyo 1999 128

5 SGI T3E900 815 Government 1997 1324

ORIGIN 2000 250 Los Alamos National

6 Sal MHz 690 Laboratory/ACL 1999 1 2048
United Kingdom

7 SGI T3E900 552 Meteorological Office 1997 | 876

8 IBM SP Silver 547 IBM 1998 1952
Naval Oceanographic Office

9 SGI T3E900 515 (NAVOCEANO) 1999 | 812

10 SGI T3E1200 509 UK Centre for Science 1998 612
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A.4 MAF.idl

The following IDL is based on the CORBA/OMG MAF specification. We used it to provide
a platform independent interface to the task capsule framework described in this thesis. At
the time this interface was designed the idea of a task capsule was not yet born. Therefore
the term agent is found throughout this IDL specification.

module CERNMAF {

// Forward declaration
interface DataFaucet;

//

// AgentSystemType was ment to be a short integer,
// but our notation requires more...

// AgentSystemType = site.subsystem.node = 999.99.999 (2732 = long)
//

typedef sequence<octet> OctetString;

typedef unsigned long AgentSystemType;

typedef unsigned short PartitionNumberT;

typedef double AuthorityT;

typedef unsigned long IdentityT;

typedef unsigned short LanguagelD;

//

// NodeT

// Is dependent on the network type of course. We make it as
// generic as possible. MAF calls ‘¢
//

typedef enum NetEnum {eInternet, eMyrinet, eFibreChannel, eVME, ePCI} NetT;

struct NodeT

it Location’’, we speak of ‘‘nodes’’.

{
NetT network; // Internet, FibreChannel, Myrinet, DLPI access
string name; // node name in the format of the net, e.g. 192.160.231.33
};
//
// NameT

// hold the name of an agent. The name
// indicates the agents creation place

//
struct NameT {
AuthorityT authority; // e.g. IP Address
IdentityT identity; // a running ID, increased when registered.

AgentSystemType agentSystem; // where the agent was defined, Internet



126 APPENDIX A. ADDITIONAL REFERENCES

};
typedef sequence<NameT> Namelist;

//
// Non MAF standard
// For clients who want to know more about the agent, e.g.
// what kind of task it executes.
//
struct ExtendedNameT {
NameT agentName;
string agentDescription;

};
typedef sequence<ExtendedNameT> ExtendedNamelist;

//
// PropertyT
// holds the properties an agent can have. in the orginial
// OMG-MAF specification this structure holds two entries,
// a propertys name and a value. Then this strcture is used
// for entries in a property list.
// In the CMS experiment, we choose a fixed property structure.
// It can be extended, by extending the structure. Interpreting
// a list of properties at each site is too costly.
//
struct TimeValT {
short year;
short month;
short day;
short hour;
short minute;
short second;
short msec;
short usec;

};

//
// type is absolute date or the current time plus an interval.
// value is the time value
//
typedef enum TimeSpecEnum {absolute, relative} TimeSpecT;
struct TimeT {

TimeSpecT type;
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TimeValT value;

};

//
// Trigger gives the start time of the execution, the deadline
// that has to be met and how long has to be waited before the
// next exeuction. If that is zero, the agent is executed only once.
//
struct TriggerT {
TimeT start;
TimeT deadline;
TimeT interval;

};

//
// The execution mode of the agent. Determines if the agent
// is a user task or a system policy object.
//
typedef enum ModeEnum {
Exclusive,
Privileged,
NonPrivileged
} ModeT;

//

// TBD.

//

typedef enum PriorityEnum {
NotYetDefined

} PriorityT;

//
// The type of the agent. Either it is an ordinary function that
// is called, or a thread or an external process.
//
typedef enum processingEnum {
Synchronous,
AsyncThread,
AsyncProcess
} ProcessingT;
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st

};

//
//
//
//
//
//
//
//
//
//
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ruct AgentPropertyT {

//

// Mode:

// Exclusive - The queue is halted, this agent is the only one

// that is processed in the system. All internal system

// status is made accessible to this agent. No other agents
// are accepted at the service socket.

// Privileged - Internal system status is visible, but scheduling of other
// agents is allowed.

// NonPrivileged - Ordinary agent execution

//

ModeT mode;

/7
// Priority:
// TBD.
//
PriorityT priority;

//

// ProcessingType:

// Synchronous - an ordinary function call is performed
// AsyncThread - The Agent is started in a thread.

// AsyncProcess - The Agent is started in a process

//

ProcessingT processingType;

TriggerT trigger; // Time information for agent execution

AgentStatusT:

This structure may be filled on any site where the agent is
executed. It is stored there and fetched by a completion agent
or immediately taken when the synchronous execution is finished.
A list of such structs is the returned to the originator.

There will also be a list of return values, but these are
defined with the agent directly.

typedef enum ProcessingStatusEnum {

Ready,
Running,
Suspended,
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Finished,
Failed,
Aborted,
Undefined,
CORBAFailed

} ProcessingStatusT;

struct AgentStatusT

{
//
// Status:
// Ready - Agent is waiting for execution
// Running - Agent is running
// Suspended - Agent was suspended by the Agent System on request
// Finished - Agent finished correctly and in time
// Failed - Missed deadline or failed otherwise, check the errorCode!
// Aborted - Agent was canceled by the Agent System
//
ProcessingStatusT processingStatus;
NodeT node; // The site at which the entry was done;
boolean visited; // Indicates if the agent already visited that site.

short errorCode; // Detailed information about the agents completion
short logCount; // Log entries have been made (they can be retrieved).

};

//

// A list that contains the status information of an agent at every node
// The list is already created, before the agent leaves from its home

// base. Therefore it also represents the itinerary of the agent.

// The node entries start with the home base name and end with it.

//

typedef sequence<AgentStatusT> AgentStatusList;

//

// LanguageID gives the programming language of the agent.

// agentType is something like: cern.cms.filterFarm.monitor

// agentDescription is the classname of the agent.

// Version is the code version

// OMG proposes a list of properties, we supply a single structure
//

struct AgentProfileT

{
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LanguageID languagelD;
AgentSystemType agentType;

string agentDescription;
short majorVersion;
short minorVersion;

AgentPropertyT properties;
3

typedef sequence<NodeT> NodelList; // A list of network nodes

struct CoreStructT {
NodeList neighbours; // determines the network topology

TimeT startup; // AgentCores startup time
short errorCount; // number of errors since startup
short logCount; // Log entries have been made (they can be retrieved).
short agents; // Number of local agents
boolean open; // Accepts agents or not (exclusive mode!)
}; // CoreT;

typedef enum EndianEnum {Big, Little} EndianT;

struct CPUStructT {

short cpulD; // 1-586-2 -> Intel-Pentium-II
short nCPUs; // Number of CPUs
string 0S; // Operating System name and version, e.g: VxWorks40
EndianT endian;
}; // CPUT;

// Store System properties
//
typedef sequence<any> SystemPropertylList;

struct AgentSystemInfo

{
NameT systemName; // e.g. FilterFarm
AgentSystemType systemType; // e.g. FilterFarm in number code
string systemDescription; // e.g. CMS-FU-AgentCore, CMS-EVM-AC
short majorVersion;
short minorVersion;

SystemPropertyList properties;
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typedef sequence<string> Strings;

struct ArgumentsT {
short argc;
Strings argv;

};

typedef enum EnvTagEnum {
eEntryPull,
eEntryPush,
eEntryDelivered,
eEntryNone} EnvTag;

struct EnvironmentEntry {
any data;
TimeValT timestamp;
EnvTag tag;

+;

//

// Exceptions that can be raised when requesting a
// service from the agent execution framework.
//

exception ClassUnknown {};

exception ArgumentInvalid {};

exception AgentNotFound {};

exception EntryNotFound {};

exception InformationNotAccessible {};
exception RejectExclusive {};

exception OperationFailed {};

exception TerminationFailed {};

interface AgentSystem {

//

// Create an agent at a remote site. The site list the agent

// has to visit is given in the itinerary parameter. A non-travelling
// implementation just has to replace this by nodeT and the server

// has to take care of calling the operation several times.

//

// agentName - the identifier.

// The Authority that is passed is the type of the agent.
// The AgentSystem is that, where the agent is created,
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// so if it is created from a data faucet, it is O or
// we find a clever way to identify data faucets!!!
// e.g. institute-number or so.
// The identifier is a local counter that is increased
// on every create.
// agentProfile - attributes necessary for execution
// arguments - arguments for the agent constructor
// itinerary - a list of places to be visited (first = last = originator)
// codeBase - a string that identifies the agent code to be loaded

// exception ClassUnknown - raised if the agent code base cannot be found.
// exception ArguemtnInvalid - raised if the profile cannot be accepted.
// create_agent is done on behalf of a clients request.

//00 deviation from MAF: in NameT -> inout NameT

// Data faucet creates an id.
//

short create_agent (

inout NameT agentName,

in AgentProfileT agentProfile,
in ArgumentsT arguments,

in AgentStatusList  itinerary,

in string codeBase

)

raises (ClassUnknown, ArgumentInvalid, RejectExclusive);

//
// Same as above, nut this operation is called from an agent
// system, when it forwards the agent to another place.
// The agentName is not a new one, it is just forwarded,
// the same happens to the other parameters.
//

short receive_agent (

in NameT agentName,

in AgentProfileT agentProfile,
in ArgumentsT arguments,

in AgentStatusList  itinerary,

in string codeBase

)

raises (ClassUnknown, ArgumentInvalid, RejectExclusive);

//

// get_agent_environment, non standard

// searches the agent n all nodes and initiates a callback
// to the data faucet from all nodes, containing pending
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// requests with the tag "Pull".

//

short get_agent_environment (in AgentStatusList itinerary,
in NameT agentName, in DataFaucet callback)
raises (InformationNotAccessible);

//
// set_agent_environment, non standard
// For writing untagged data into the environment of an agent
// on ALL nodes. the timestamp is that of the data faucet.
//
short set_agent_environment (in AgentStatusList itinerary,
in NameT agentName,
in EnvironmentEntry envData);

//
// get_agent_status
// is here for the case, that we want to query single agents on a place.
// Normally the agent status is retrieved by a status agent... still, for
// smaller systems this could be useful.
// The place is not specified in the call, as this is done by the main
// application that calls that operation.
// exception AgentNotFound - the specified agent is not on this host.
// exception Information...- the Information cannot be given to you.

//
AgentStatusT get_agent_status (in NameT agent_name)

raises (AgentNotFound, InformationNotAccessible);

//
// Not MAF compliant: lookup agent really is in
// MAFRepository once implemented and has other arguments
// Locations lookup_agent (in NameT agentName, in AgentProfileT
agentProfile)
//
NodeList lookup_agent (in NameT agentName)
raises (AgentNotFound) ;

//
// get_agent_system_info()
// Same as above, but now for the actual processing entities.
//
AgentSystemInfo get_agent_system_info()
raises (InformationNotAccessible);
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//
// list_all_agents()
// List agents that are available on this node (ready, running, ...)
// Not MAF compliant: added AgentDescription.
//
ExtendedNameList list_all_agents()
raises (InformationNotAccessible);

//
// Not MAF compliant: register_callback
//

void register_callback (in AgentStatusList itinerary, in DataFaucet callback);

//
// dump
// Tells the agent core to call dump on the specified agents,
// gather the results are provide it to the caller.
// Dump must be implemented by the agents. There is not specification
// or rule, what the data that is dumped consists of.
// DataFaucet also has a dump method. It accepts type any and
// routes the any type to the UI that is associated with this
// agent.
//
short dump (in AgentStatusList itinerary,
in NameT agent_name, in DataFaucet callback);

void stuff (in AgentStatusList itinerary, in NameT agent_name, in any data);
void terminate_agent (in AgentStatusList itinerary, in NameT agent_name);
void suspend_agent (in AgentStatusList itinerary, in NameT agent_name) ;
void resume_agent (in AgentStatusList itinerary, in NameT agent_name) ;

void terminate_agent_system() raises (TerminationFailed);

interface DataFaucet

{

// The callback for the agents when they want to
// publish data from their environment or when data

// from their environment is collected.
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//

sho

//

sho

//
//

voi

voi

};

//
//
//
//
//
//
//
//
int

{

rt PublishEnvironment (
in NodeT node,
in NameT agent,
in EnvironmentEntry envData);

The callback for the agent dump method
rt dump (in NodeT node, in NameT agent, in any data);

An Error message callback
There should be a callback for information, etc. too.
d DeliverStatus (in AgentStatusList itinerary);

d test();

MAFRepository

is used to keep track of all agents and nodes in the
system. There may be many repositories, e.g. one in the
U.S., one at CERN. Just before you initiate an agent
transport, you can query your nearest repository and
then pass a list of nodes and the agent.

erface MAFRepository

//

// List all nodes in a given domain

//

NodelList list_all_places(in AgentSystemType domain) ;

//

// Register a node to be in a subsystem of CMS.

// e.g. Node 123 in domain FilterFarm

// A domain is not one identifier. It can well be structured, like:
// /cern/cms/filterFarm = site.experiment.subsystem = 25.98.77 =
259877

//

void register_place (in NodeT node_name, in AgentSystemType domain);

void unregister_place (in NodeT node_name)
raises (EntryNotFound);
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// The operations for register AgentSystem and
// unregister AgentSystem are not there yet.
3
+;
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